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Abstract

Textual documents published on the Web where people describe traveling experiences, usually

called travelogues, can provide interesting information about the experiences lived by the respec-

tive authors while traveling. Nowadays, several websites can be used for sharing these textual

documents, and the use of Web information for travel planning has also increased. Still, the us-

age of the travelogues by themselves is very restrictive. Intuitively, reading a travelogue while

visualizing related photos, like common scenarios and points of interest, could be more useful

than reading the text alone, particularly in contexts such as choosing travel destinations.

The automatic association of illustrative photos to textual documents such as travelogues can be

seen as a cross-media retrieval problem, where the objective is to retrieve the best photos for

queries based on the text. These types of retrieval problems are not trivial, not only because of

the different types of media being used (i.e., images and textual documents) but also because of

the semantic gap existing between the queries and the resources.

In this work, we proposed and evaluated different methods to associate georeferenced photos to

textual documents such as travelogues. Specifically, we experimented with automatic methods

for collecting, selecting and ranking photos, based on their similarity towards the text. The col-

lecting of photos is performed using the API from Flickr, a popular photo-sharing service where

photos are often georeferenced (i.e., they contain association to geospatial coordinates for the

places in which they were taken). The selection and ranking of photos is based on a set of

features that capture multiple notions of relevance between the collected photos and the textual

document (e.g., textual similarity, geographical proximity, temporal cohesion, sentimental polarity

and visual clustering). The geographical proximity features are based on the distance between

locations recognized in the textual document and the places where photos were taken. To per-

form the recognition of location names in the textual document, we used the Yahoo! Placemaker

service. The considered features for estimating relevance were combined through two different

approaches, namely by using supervised learning to rank methods (e.g., the Coordinate Ascent

algorithm) or using unsupervised rank aggregation methods (e.g., the CombMNZ approach).
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We demonstrated that by using geographic references extracted from text we can develop cross-

media retrieval techniques better suited for associating georeferenced photos to textual docu-

ments. In the experimental evaluation that was performed, the CombSUM method obtained the

best results in terms of unsupervised rank aggregation methods, whereas in terms of supervised

learning to rank methods, the Coordinate Ascent obtained the best results. Overall, the Coordi-

nate Ascent algorithm also obtained the best results, effectively combining the different features

that were proposed.

In sum, the obtained results support the conclusion that the use of geospatial coordinates, to-

gether with textual references extracted from the textual document, outperforms the use of textual

information alone in all the experiments that were made.

Keywords: Geographic Information Retrieval , Cross-Media Retrieval , Automatic Photo Asso-

ciation , Learning to Rank , Text Illustration
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Resumo

Os documentos textuais com relatos de viagens, vulgarmente designados por travelogues, po-

dem fornecer informações interessantes no contexto do planeamento de viagens. Existem hoje

vários sı́tios Web dedicados à partilha deste tipo de documentos, e tem-se ainda vindo a veri-

ficar um aumento no uso de informação da Web para o planeamento de viagens. No entanto,

o uso isolado da informação textual contida nos travelogues pode ser demasiado restritivo. A

visualização de fotografias associadas a partes especı́ficas de relatos de viagens, como cenários

comuns ou locais interessantes a visitar, pode proporcionar a uma utilização mais conveniente

deste tipo de documentos online, por exemplo no contexto da escolha de destinos para viajar.

A associação automática de fotos ilustrativas a documentos textuais, tais como relatos de vi-

agem, pode ser vista como um problema de recuperação de informação entre diferentes tipos

de média (i.e., cross-media retrieval), onde o objectivo é obter as melhores fotos para pesquisas

textuais. Este tipo de problemas não é trivial, não só devido aos diferentes tipos de dados usados

(i.e., fotos e textos), mas também devido à diferenciação semântica entre ambos (i.e., descrições

de objectos feitas através de diferentes representações linguı́sticas, por exemplo o texto de um

relato de viagem, e os titulos e as tags que descrevem uma foto).

Neste trabaho são propostos diferentes métodos para a associação automática de fotos a doc-

umentos texutais, como por exemplo relatos de viagem. Em particular, são propostos métodos

automáticos para colectar, selecionar e ordenar fotos com base na similaridade entre as estas

e o texto. A recolha de fotos foi obtida através da API do Flickr, um serviço Web popular usado

para a partilha de fotos, e onde muitas das fotos partilhadas se encontram geo-referênciadas

(i.e., contêm associações para as coordenadas geoespaciais dos locais onde foram tiradas). A

selecção e a ordenação de fotos é baseada num conjunto de estimadores de relevância entre

as fotos colectadas e os documentos textuais (e.g., similaridade textual, proximidade geográfica,

coesão temporal, polaridade sentimental e agrupamentos de fotos). A proximidade geográfica

é baseada na distância entre os locais reconhecidos no texto e os locais onde as fotos foram

tiradas. Assim, por forma a reconhecer os locais mencionados nos textos, foi utilizado o serviço
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Web Yahoo! Placemaker. OS estimadores de relevância considerados foram depois combi-

nados através de duas abordagens, nomeadamente uma abordagem supervisionada usando

métodos de aprendizagem automática (e.g., o algoritmo Coordinate Ascent) e uma abordagem

não-supervisionada, usando métodos de agregação de rankings (e.g., o método CombMNZ).

Através de experiências demonstramos que o uso de referências geográficas extraı́das dos tex-

tos permite desenvolver técnicas de cross-media retrieval ideais para a associação de fotos geo-

referênciadas a documentos textuais. Na avaliação experimental, o método CombSUM obteve

os melhores resultados em termos de abordagem usando agregação de rankings, enquanto

que o algoritmo Coordinate Ascent obteve os melhores resultados em termos de aprendiza-

gem automática. Em geral, o algoritmo Coordinate Ascent obteve os melhores resultados na

combinação dos estimadores de relevância.

Em suma, de todas as experiências efecutadas, temos que os resultados obtidos nos per-

mitems concluir que o uso de coordenadas geoespaciais associadas a fotos combinadas com

as referências textuais extraı́das do texto, obtém melhores resultados que o uso isolado dos

conteúdos textuais.

Palavras-Chave: Recuperação de Informação Geográfica , Cross-Media Retrieval , Associação

Automática de Fotos a Textos , Aprendizagem Automática
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Chapter 1

Introduction

Textual documents where people describe traveling experiences, usually called travelogues, can

provide interesting information in the context of planning a trip. There are nowadays several web-

sites where these documents are shared. Also, the use of Web information for travel planning

has increased. However, the use of the travelogues by themselves is very restrictive. The visu-

alization of photos associated with specific parts of the experiences that are discussed over the

contents of the travelogues, such as popular attractions and points of interest, may intuitively lead

to a better usage of travelogues.

The automatic association of illustrative photos to textual documents (e.g., associating high qual-

ity photos from Flick1 to a travelogue) can be seen as a challenging cross-media retrieval prob-

lem with many practical applications, where the objective is to retrieve the best photos for queries

based on the text. This type of task is not a novel idea and there have been several develop-

ments in the recent past. For instance the Zemanta2 blog enrichment extension is a commercial

application capable of suggesting photos from Flickr to blog posts. The OpenCalais Tagaroo3

tool is a plug-in that suggests tags and images for the contents submitted by users in their blogs.

However, there are relatively few studies published in the area and there is substantial room for

improvements in terms of the obtained results.

Cross-media retrieval problems are indeed not trivial, not only because of the different types of

media being used (e.g., images and textual documents) but also because of the semantic gap

existing between user queries and the multimedia contents. In order to address cross-media

retrieval problems effectively, it is necessary to discover the semantic relations existing between

the different types of resources (e.g., images and text). For instance, when observing a photo
1http://www.flickr.com/
2http://www.zemanta.com/
3http://tagaroo.opencalais.com/

1
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2 CHAPTER 1. INTRODUCTION

from the city of New York, without any textual description for its content, it is difficult to know if

that photo is indeed related with the place name New York. Even if that photo had an associated

description, different users may use a different vocabulary for describing the photo (e.g., Big

Apple). Nonetheless, it is important to notice that the text of a travelogue describes a traveling

experience which contains information about locations. In order to show photos of the correct

locations, one can start by recognizing and disambiguating place references in the text. If we

assume that the photos are already associated to unambiguous locations (and this is often the

case with Flickr, as users post photos that are automatically associated to geospatial coordinates

through the usage of devices with GPS capabilities), then we can use the disambiguated place

names to match photos to the text, thus narrowing the semantic gap.

1.1 Hypothesis e Methodology

The aim of this thesis is to demonstrate how the usage of geographic references extracted from

text can enable the development of cross-media retrieval techniques suitable for associating geo-

referenced photos to textual documents. In particular, we developed and tested geographically-

aware cross media retrieval methods based on (i) the resolution of place references in the text, (ii)

the gathering of photos taken at those places (i.e., having geospatial coordinates corresponding

to nearby places), and (iii) the ranking of photos with basis on popularity, proximity and on the

similarity between the photo’s textual descriptions and the text. Figure 1.1 represents the general

methodology for the association of photos to text, using geographical information.

Figure 1.1: The general methodology for geographic cross-media retrieval.

Particular attention was given to the problem of ranking photos with basis on multiple estimators
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for their relevance, and we experimented with both the usage of rank aggregation methods and

supervised learning to rank approaches.

To evaluate the quality of the results obtained in the association of photos to the text of a doc-

ument such as a travelogue, we compared the assignments made by the automatic technique

against relevance judgments provided by human users. Due to the lack of a large collection of

travelogues illustrated with georeferenced photos, and with relevance judgments clearly estab-

lished by humans, a test collection of photos from Flickr, containing large textual descriptions,

was built to support the experimental evaluation. Using the above collection, we compared dif-

ferent combination schemes, using popular information retrieval metrics such as the Reciprocal

Rank (RR) or the Precision at cut-off position 1 (Precision@1).

1.2 Contributions

The main contributions of this work are as follows:

• Comparison and evaluation of multiple relevance estimators that can be used to se-

lect good photos to associate to textual documents. We proposed and evaluated multi-

ple relevance estimators, derived from textual similarity (e.g., TF-IDF), geographic proximity

(e.g., the minimum distance between a location recognized in the text and the place where

a photo was taken), temporal distance (i.e., between the date when a travel was made and

the moment when a photo was taken), photo interestingness (e.g., number of comments),

sentimental polarity (i.e., the difference between the sentimental mood of the text and the

sentimental mood of the images) and visual similarity (i.e., features computed from clusters

of similar images). These methods will be explained in detail in Section 3.1.1. In our exper-

iments, the combination of the textual similarity together with the geographic proximity, the

sentimental polarity and the temporal distance obtained the best results.

• Comparison and evaluation of different rank aggregation methods to combine the

multiple estimators of relevance. We compared several rank aggregation methods to

combine the relevance estimators, such as the Borda rule, the CombSUM and approach

the CombMNZ approach. These methods will be explained in detail in Section 3.2.1. In

terms of unsupervised rank aggregation methods, the combination of the multiple relevance

estimators using the CombSUM method obtained the best results, although better results

were obtained with supervised learning to rank algorithms.

• Comparison and evaluation of different learning to rank methods to combine the
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multiple estimators of relevance. We compared different learning to rank methods to

combine the relevance estimators, including the Coordinate Ascent and the Rank Boost

algorithms. These algorithms will be explained in detail in Section 3.2.2. In our experi-

ments, the combination of the relevance estimators using the Coordinate Ascent algorithm

obtained the overall best results.

• Development of a prototype system implementing the proposed methods, which was

made available online as an open-source package at Google Code. The open-source

package is available at http://code.google.com/p/aphoteg/.

The work described in this dissertation was also partially described in the following publications:

• In Candeias & Martins (2011a), we reported on some initial evaluation experiments. The

photo-text association task was performed using a set of features characterizing the textual

similarity, the geographical proximity, temporal cohesion and photo interestingness. The

features were combined using rank aggregation, specifically the Borda rule and the Plurality

rule. In this case, the combination of features denoting the temporal similarity, geographical

proximity and temporal cohesion, combined with the Borda rule, obtained the best results.

• In Candeias & Martins (2011b), we reported on experiments in which the photo-text as-

sociation task was performed using a set of features characterizing the textual similarity,

the geographical proximity, temporal cohesion and photo interestingness. The features

were combined using rank aggregation approaches better suited to the task, specifically

the CombSUM and the CombMNZ methods. In this case, the combination of features

denoting the temporal similarity, geographical proximity and temporal cohesion, using the

CombMNZ method, obtained the best results.

• In Candeias & Martins (2011c), we reported on experiments in which the photo-text associ-

ation task was performed using a richer set of features characterizing the textual similarity,

the geographical proximity, temporal cohesion and photo interestingness. The features

were combined using supervised learning to rank algorithms, specifically the Rank Boost

and the Coordinate Ascent methods. In this case, the combination of features denoting the

temporal similarity, geographical proximity and temporal cohesion, using the Coordinate

Ascent algorithm, obtained the best results.

http://code.google.com/p/aphoteg/
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1.3 Document Organization

This dissertation is organized as follows: Chapter 1 presented the motivation behind this work

as well as its main objectives and contributions. Chapter 2 presents the most important con-

cepts, providing the basic notions that will be used throughout the document. It also describes

the most important previous works related with the association of photos to textual documents.

Chapter 3 details the major contributions, describing the proposed methods. It details the min-

ing of geographic information contained in texts and the selection of the best photos, based on

their popularity and similarity. Chapter 4 describes the validation methodology and the obtained

results. Finally, Chapter 5 provides a brief summary of this document, presenting the final con-

clusions and pointing guidelines towards future work.





Chapter 2

Concepts and Related Work

This chapter presents the fundamental concepts required for understanding the proposed meth-

ods. It also describes the most important previous works in areas such as Information Retrieval,

Geographic Image Retrieval, Content-Based Image Retrieval and Cross-Media Retrieval. These

areas are all related to the research topic of this work.

2.1 Fundamental Concepts

A text describing a traveling experience is commonly referred to as a travelogue. Websites like

IgoUgo1, Travbuddy2 and Travelblog3, which are reasonably popular, allow their users to share

travelogues. Ideally, one would like be able to automatically associate good photos to the con-

tents of these travelogues, and we have that finding photos relevant to the textual contents of

a travelogue can be seen as a cross-media retrieval problem. Figure 2.2 illustrates the relation

between cross-media retrieval and other sub-areas of Information Retrieval.

In brief, the area of Information Retrieval (IR) concerns with finding documents, usually textual,

that satisfy a particular information need (Manning et al., 2008). An IR system receives a query

as input, expressing the information need through keywords or through an example document,

and uses it to retrieve relevant resources to the user. A Multimedia Information Retrieval system

is an IR system that works with a mixture of structured and unstructured data in different types

of media (e.g., text, image, video or sound). However, the user query is usually provided in the

same media type as the resources to be retrieved (i.e., in content-based image retrieval, in order

1http://www.igougo.com/
2http://www.travbuddy.com/
3http://www.travelblog.org/

7
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Figure 2.2: Cross-Media Information Retrieval in relation to other areas of Information Retrieval.

to obtain images, users usually provide an example image as the input query). Cross-Media

Retrieval deals with the retrieval of information combining different types of media. Basically, the

type of media used for expressing the query, and the media type corresponding to the expected

results, do not need to be the same. For instance, in a Cross-Media Retrieval system, a user can

query for images by submitting a video or an audio file. In the case of this work, the text from a

travelogue is used to query for relevant photos, and the most relevant photos are then associated

to the contents of the travelogue.

2.1.1 Representing Textual Documents in Information Retrieval

Representing a document, like a travelogue, as a vector of terms, is the basic principle behind the

vector space representation model, a classical model in the area of Information Retrieval (Man-

ning et al., 2008). In the vector space model, documents are represented as v-dimensional

vectors, where v is the size of the vocabulary used in the document collection. In other words,

a document from a given collection is represented as a vector of terms (i.e., the words from the

collection), where the size of the vector is the number of unique words in the document collection.

This representation is also frequently called a bag-of-words, because documents are viewed as

quantitative resumes where the order of their terms is not considered.

In a document, some terms are more discriminative than others. In order to retrieve relevant

documents to the user, terms should be weighted according to their potential to discriminate

between documents. In order to find the weight of a term in a document, there are different

heuristics that can be used, including the term-frequency and the inverse document frequency

heuristics. In the term frequency (TF) heuristic, the term is weighted according to the number of

times it appears in the document. The frequency of the term t in the document d can be denoted

as tft,d. In the other heuristic, i.e., the inverse document frequency (IDF), a term t is weighted with
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basis on the total number of documents that contain the term, usually called document frequency

and denoted as dft, and the number of documents within the collection. In this second heuristic,

a rare term can have a higher value of idf , whereas a frequent term may have a lower value of

idf . By combining Term Frequency and Inverse Document Frequency (TF-IDF), the weight of

a term t in a document d from a collection with D documents can be defined according to the

following general formula:

TF− IDFt,d = tft,d × log
D

dft
(2.1)

This weighting scheme allows the terms that occur many times in a small number of documents

to have a higher weight. On the other hand, the terms that occur in almost all documents, or that

occur fewer times in a large number of documents, have a small weight.

Besides the bag-of-words representation, a document can also be represented as a mixture

of topics, where a topic is a probability distribution over words (Landauer et al., 2007). This

specifies the main idea of a topic model for text. A topic model can be seen as a generative

model for documents (i.e., a probabilistic procedure to generate documents). When a topic model

is fitted, it is possible to find the set of topics that is more likely to have generated a set of

words/documents. Figure 2.3 represents two documents (i.e., two travelogues) generated from a

given topic distribution matrix (in the figure, represented as θ) and a given topic word distribution

matrix (in the figure, represented as φ).

The Probabilistic Latent Semantic Analysis (pLSA) topic model by Hofmann (1999), and the

Latent Dirichelet Allocation (LDA) model by Blei et al. (2003), are two examples of topic models.

In brief, pLSA and LDA consider a document as a mixture of topics. Both consider that a word in

a document is generated by first sampling the topic distributions, and then choosing a word from

the topic-word distributions. The distribution over a word i within a document can be seen as the

sum of the probability that a jth topic, with j in [1, . . . , T ], was sampled for the word, P (zi = j),

times the probability of the word i in the jth topic, P (wi|zi = j), for all the T topics. This general

procedure is shown in Equation 2.2.

P (wi) =

T∑
j=1

P (wi|zi = j)P (zi = j) (2.2)

Despite the fact that both models consider a document as a mixture of topics, the pLSA model

does not make any assumptions about how the probabilities of the topic distributions for a docu-

ment are generated (i.e., how the probabilities in θ from Figure 2.3 are generated). In contrast to

this, the LDA model uses two Dirichelet priors, one on the topic distributions for a document and
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Figure 2.3: Example of a generative procedure for documents where, for instance, the word fligth in the
first document comes from topic 1.

the other in the topic-word distributions, which allow the distributions to be smoothed.

More precisely, the pLSA model considers that the number of topics and the topic distributions

are known and fixed. The topic proportions for each document are learned from a given collection

of documents. The graphical representation of the pLSA model according to the plate notation,

which is given in Figure 2.4, shows that the variables w and the variables d are shaded variables

in the graphical notation, which means that they are observed variables. The z variables are

unshaded, which means that they are unobserved (i.e., latent).

In order to generate each word in a document d from a collection of documents D, the pLSA

model follows a sequence of steps:

• First, choose a document di with probability p(d), where i is the index of the document in

the collection and p(d) is the probability of the document in the collection D.

• Next, for each word n in the document, proceed as follows:

1. Choose the topic zn for document di with probability p(z|di), where p(z|di) is the prob-

ability of the topic z in the document di.
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Figure 2.4: Representation of the pLSA model using the plate notation (from Blei et al. (2003)).

2. Choose a word wn from topic zn with probability p(w|zn), where p(w|zn) is the proba-

bility of the word w in the topic zn.

In the above process P (d), P (z|d) and P (w|z) are all determined following the likelihood principle

with an algorithm such as Expectation Maximization (Moon, 1996). The pLSA model considers a

fixed collection of documents, and the topic proportions for each document are learned from the

collection of documents.

A more effective generative topic model is the Latent Dirichelet Allocation (LDA) model by Blei

et al. (2003). The LDA model, as a topic model, also considers that a document is represented as

a random mixture over latent topics, where each topic is a distribution over all words. However, in

contrast with pLSA, this model does not generate documents with basis on the topic proportions

P (z|d) seen in a particular document in the collection of documents. It does consider, nonethe-

less, the existence of a fixed vocabulary of words (i.e., the words from a collection of documents),

considers that the number of topics is fixed and known, and that each topic has a probability

distribution over all the words in the vocabulary (i.e., each topic is able to generate all words),

even if it is near to zero. In order to generate a document d with Nd words from a collection of

documents where T topics are present, LDA uses the following process:

1. Choose the values for the vector θd according to a Dirichelet distribution using parameters

α1, α2, ..., αT , where T is the number of topics and θd is a T length vector with the topic dis-

tributions (i.e., the probability for each topic having generated the document). A symmetric

Dirichelet distribution is usually considered (i.e., α1 = α2 = ... = αT ).

2. Next, for each word wn to be generated, proceed as follows:

(a) Choose a topic zn to generate the word according to a multinomial distribution over

topics, with parameters θd.

(b) Finally, choose the word wn with probability p(wn|zn, β), according to a multinomial
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distribution conditioned on the topic zn, where β is a Dirichelet prior that smooths the

word distributions in every topic.

We can consider the hyperparameter αT as a prior observation count for the number of times a

topic is sampled in a document. For instance, α2 can be considered as a prior observation count

for the number of times the topic 2 is sampled in a document. The value of α controls the hetero-

geneity of the document to be generated (i.e., it controls the number of topics that contribute to

generate a document). A value near to zero means that the distribution over topics will be sparser

(i.e., only few topics will be used to generate the document) than with a value considerably higher

than zero (i.e., a higher number of topics will be used to generate the document).

The dimensionality parameter β can be seen as a topic matrix βi,j = p(wj = 1|zi = 1) with T ×N

dimensions, that parameterizes the probability of a word. In other words, this matrix contains the

topic-word distributions. These values are considered as fixed values to be estimated.

Figure 2.5 shows a graphical representation of the LDA model. A word w is generated from

the hyperparameter β and from the topic zn. The variable w is the only shaded variable in the

graphical notation, which means that it is the only observed variable. All the other variables are

unshaded, which means that they are unobserved (i.e., latent).

The probability density of a T dimensional Dirichelet distribution over the topic distributions can

be defined by:

Dir(α1, . . . , αT ) =
Γ(
∑
j αj)∏

j Γ(αj)

T∏
j=1

p
αj−1
j (2.3)

In the above formula, Γ is the Gamma function, which can be defined as:

Γ(z) =
1

z

∞∏
n=1

(1 + 1
n )z

1 + z
n

(2.4)

Given the parameters α and β, the joint distribution of a topic mixture θ, a set of T topics z and a

set of N words w is given by:

p(θ, z, w|α, β) = p(θ|α)×
N∏
n=1

p(zn|θ)p(wn|zn, β) (2.5)

The most important variables in the LDA model are the topic-word distribution β and the topic-

distribution θ, computed for each document. As previously noted, these are latent variables that

need to be inferred and the model is initiated through these values. There are several inference

algorithms that can be used to estimate β and θ (e.g., Mean Field Variational Methods (Jordan

et al., 1999), Expectation Maximization (Moon, 1996), and Markov Chain Monte Carlo methods
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Figure 2.5: Representation of the LDA model using the plate notation (from Blei et al. (2003)).

such as Gibbs Sampling (Casella & George, 1992)).

2.1.2 Geographic and Cross-Media Retrieval

Different types of representations for textual documents, such as those surveyed on the previous

section, can be used to compute the similarity between texts. However, the task of associat-

ing photos to textual document can also involve methods from other research areas, such as

Geographical Information Retrieval (GIR) and Cross-Media Information Retrieval.

The GIR area is mainly concerned with the recognition and disambiguation of the location names

mentioned in a text (Leidner, 2007; Martins et al., 2010), afterwards using this information for

retrieval (Martins & Calado, 2010). These recognition and disambiguation tasks are not trivial,

because there are several locations in the world sharing the same name, and also because there

are several different names that can be used to refer to a single location (Amitay et al., 2004).

Despite the many challenges related to the resolution of place references in text, there are nowa-

days several public web services for performing this task, such as the Yahoo! Placemaker.

Besides GIR, other research areas related with this work are Multimedia Information Retrieval

(MIR) and Cross-Media Information Retrieval. As part of MIR, the Image Retrieval area is con-

cerned with the analysis of the image contents of pictures (e.g., feature extraction (Kennedy &

Naaman, 2008; Leuken et al., 2009; Taneva et al., 2010) and with photo annotation (Jeon et al.,

2003)). However, the usage of photos already annotated with textual descriptions can be an

important starting point to retrieve photos related to the textual contents of a travelogue.

Flickr is one of the most popular websites for online photo-sharing, having already been used in

several IR experiments (Crandall et al., 2009; Kennedy & Naaman, 2008; Leuken et al., 2009;

Taneva et al., 2010). This service is estimated to have hundreds of millions of photos, where

many of them are georeferenced. This means that the photo has a reference to the place where

it was taken (i.e., the geospatial coordinates), either associated by GPS devices, connected to
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cameras or phones, when the photo was taken, or provided explicitly by the authors when the

photo was uploaded. Beside the geospatial coordinates, the photos from Flickr are also tagged

with the date when they were taken and the date when they were uploaded. A user uploading

photos can also associate them to a title, a description or descriptive tags, this way providing

semantic descriptions for the photos. The photos can also be commented or marked as favorite

by other users. Listing 2.1 shows a brief excerpt of the information obtained when querying Flickr

for information about photo with id 6001816700.

<photo i d =”6001816700” secre t=”e1a3f785bc” server=”6134” farm=”7” dateuploaded=”1312288689”
i s f a v o r i t e =”0” l i cense =”1” s a f e t y l e v e l =”0” r o t a t i o n =”0” o r i g i n a l s e c r e t =”b421ee77e9”
o r i g i n a l f o r m a t =” jpg” views=”19” media=”photo”>

<owner ns id=”94325254@N00” username=”Tom Erickson” realname=”Tom Erickson” l o c a t i o n =”Boston , USA”
i conserver=”72” iconfarm=”1” />

< t i t l e>11 06 Paris−0701</ t i t l e>
<d e s c r i p t i o n>Pont de Bir−Hakeim and the E i f f e l Tower</ d e s c r i p t i o n>
<dates posted=”1312288689” taken=”2011−06−27 16:45:55” t a k e n g r a n u l a r i t y =”0”

l as tupda te=”1312288701” />
<comments>0</ comments>
<tags>
<tag i d =”294657−6001816700−676190” author=”94325254@N00” raw=”2011” machine tag=”0”>2011</ tag>
<tag i d =”294657−6001816700−16244” author=”94325254@N00” raw=”Era” machine tag=”0”>era</ tag>

. . .
</ tags>
<l o c a t i o n l a t i t u d e =”48.855393” l ong i t ude =”2.28514” accuracy=”16” contex t=”0”

p l a c e i d =”UVz7HM1UV7J2fJYrrw” woeid=”55843836”>
. . .

</ l o c a t i o n>
. . .
</ photo>

Listing 2.1: Response from Flickr to the request for information related with a photo.

Due to the large number of available photos and the type of contents associated to them, Flickr

can be seen as a very interesting photo database for IR experiments. By using georeferenced

photos from this service, it is possible to map the geographical information from the photos with

the geographical information from the locations recognized in the text from the travelogues. Also,

the semantic enrichment provided by the textual descriptions from the photos (i.e., title, descrip-

tion and tags) can be used to compute the similarity towards the textual content of the travelogue.

2.2 Related Work

This section describes relevant previous works in areas such as Geographic Information Re-

trieval, Image Retrieval and Cross-Media Retrieval, which are related to the research topic of this

MSc thesis.
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2.2.1 Geographically Aware Text Mining and Retrieval

The treatment of geographic references given over textual documents has been widely studied in

the area of Geographic Information Retrieval (Jones & Purves, 2008). Using this information re-

quires the recognition of locations mentioned in the texts (i.e., delimiting the parts of the text that

refer to a location), followed by the disambiguation of those location names in order to know their

corresponding positions over the surface of the Earth (i.e., assigning unique identifiers, typically

geospatial coordinates, to the location names found in the text). The main challenges involved in

these tasks are related with the ambiguity of natural language. Amitay et al. (2004) characterized

these ambiguity problems into two types, namely geo/non-geo and geo/geo. Geo/non-geo ambi-

guity occurs when a location name also has a non-geographic meaning (e.g., Turkey, the country

or the bird). Geo/geo ambiguity refers to distinct locations with the same name (e.g. London in

England and London in Ontario).

Leidner (2007) discussed several different approaches for the recognition and disambiguation of

geographic references in documents. The methods described by Leidner recognize places by

matching expressions from the texts against dictionaries of location names, and perform disam-

biguation through heuristics such as default senses (e.g., the most important candidate location

is chosen, estimated through the population size) or geospatial area minimization (e.g., the re-

sulting disambiguation must minimize the area of a polygon that covers all the geographic refer-

ences contained in the document). Recently, Martins et al. (2010) studied the usage of machine

learning approaches in the recognition and disambiguation of geographic references, using Hid-

den Markov Models in the recognition task, and regression models with features similar to those

studied by Leidner in the disambiguation task. Other recent works focused on recognition and

disambiguation problems that are more complex, involving the processing of texts where geo-

graphic references are very ambiguous and correspond to very small and specific locations (e.g.,

mountaineering accounts describing mountain routes and specific regions in mountains), and

where it is important to distinguish between the location names pertinent to route descriptions

and those that are pertinent to the description of panoramas (Piotrowski et al., 2010). Currently,

there are many commercial products that can recognize and disambiguate location references

in textual documents. An example is the Yahoo! Placemaker1 web service which was used in

this work to recognize and disambiguate place references given over the travelogues. Besides

the recognition and disambiguation of place references, the Yahoo! Placemaker service also

provides other useful information, like the name and the geospatial coordinates of the places

recognized. Listing 2.2 shows a brief excerpt of the response provided by Yahoo! Placemaker

when queried with a text related with London. Along with the geospatial coordinates of the places

1http://developer.yahoo.com/geo/placemaker/

http://developer.yahoo.com/geo/placemaker/
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recognized in the text, the service also provides the geospatial coordinates of the southwest and

northeast corners from the bounding box that covers all locations recognized in the document, as

well as other information associated to the recognized places (e.g., the ancestors in a hierarchical

taxonomy of places).

<c o n t e n t l o c a t i o n xml : lang=”en”>
<document>
<admin is t ra t i veScope>
<woeId>23416974</ woeId><type>County</ type><name>Greater London , England , GB</ name>
<cen t ro i d>< l a t i t u d e>51.4896</ l a t i t u d e><l ong i t ude>−0.08816</ l ong i t ude></ cen t ro i d>
</ admin is t ra t i veScope>
<geographicScope><woeId>24875482</ woeId>
<type>Colloquial</ type><name>0207 London , England , GB</ name>
<cen t ro i d>< l a t i t u d e>51.5053</ l a t i t u d e><l ong i t ude>−0.06969</ l ong i t ude></ cen t ro i d>
</ geographicScope>
<localScopes>
<localScope><woeId>44418</ woeId><type>Town</ type><name>London , England , GB (Town)</ name>
<cen t ro i d>< l a t i t u d e>51.5063</ l a t i t u d e><l ong i t ude>−0.12714</ l ong i t ude></ cen t ro i d>
<southWest>< l a t i t u d e>51.2613</ l a t i t u d e><l ong i t ude>−0.563</ l ong i t ude></ southWest>
<nor thEast>< l a t i t u d e>51.686</ l a t i t u d e><l ong i t ude>0.28036</ l ong i t ude></ nor thEast>
<ancestors>
<ancestor><woeId>23416974</ woeId><type>County</ type><name>Greater London</ name></ ancestor>
<ancestor><woeId>24554868</ woeId><type>Country</ type><name>England</ name></ ancestor></ ancestor>
</ ancestors></ localScope>

</ localScopes>
<ex ten ts>
<center>< l a t i t u d e>51.5063</ l a t i t u d e><l ong i t ude>−0.12714</ l ong i t ude></ center>
<southWest>< l a t i t u d e>49.1621</ l a t i t u d e><l ong i t ude>−13.4139</ l ong i t ude></ southWest>
<nor thEast>< l a t i t u d e>60.8547</ l a t i t u d e><l ong i t ude>1.76896</ l ong i t ude></ nor thEast>
</ ex ten ts>
<p laceDe ta i l s><p lace Id>1</ p lace Id>
<place><woeId>44418</ woeId><type>Town</ type><name>London , England , GB</ name>
<cen t ro i d>< l a t i t u d e>51.5063</ l a t i t u d e><l ong i t ude>−0.12714</ l ong i t ude></ cen t ro i d></ p lace>
<placeReferenceIds>3 4 5</ p laceReferenceIds><matchType>0</ matchType>
<weight>3</ weight><conf idence>8</ conf idence>
</ p l aceDe ta i l s>
<p laceDe ta i l s><p lace Id>2</ p lace Id>
<place><woeId>23424975</ woeId>
<type>Country</ type><name>United Kingdom</ name>
<cen t ro i d>< l a t i t u d e>54.3141</ l a t i t u d e><l ong i t ude>−2.23001</ l ong i t ude></ cen t ro i d></ p lace>
<placeReferenceIds>6</ p laceReferenceIds><matchType>0</ matchType>
<weight>1</ weight><conf idence>8</ conf idence></ p l aceDe ta i l s>

<r e f e r e n c e L i s t>
<re ference><woeIds>44418</ woeIds><placeReferenceId>3</ p laceReferenceId><p lace Ids>1</ p lace Ids>
<s t a r t>29</ s t a r t><end>35</ end><i s P l a i n t e x t M a r k e r>1</ i s P l a i n t e x t M a r k e r>
<t e x t>London</ t e x t><type>pla in text</ type><xpath /></ re ference>
<re ference><woeIds>23424975</ woeIds><placeReferenceId>6</ p laceReferenceId><p lace Ids>2</ p lace Ids>
<s t a r t>857</ s t a r t><end>871</ end><i s P l a i n t e x t M a r k e r>1</ i s P l a i n t e x t M a r k e r>
<t e x t>United Kingdom</ t e x t><type>pla in tex t</ type><xpath /></ re ference>

</ r e f e r e n c e L i s t>
</ document>
</ c o n t e n t l o c a t i o n>

Listing 2.2: Example of a response from Yahoo! Placemaker to a request with a text related with
London.

Besides mining place references in text, previous works in the area of Geographic Information

Retrieval have also explored the problem of retrieving documents according to geographic no-

tions of relevance. For instance, Martins & Calado (2010) used machine learning methods to

learn a function capable of sorting documents according to their geo-thematic relevance towards

user queries. In order to conduct the learning to rank experiments, the authors used an En-

glish document collection from GeoCLEF (Mandl et al., 2008), an IR evaluation forum specifically

designed for evaluating geographic information retrieval systems. Along with the documents,

GeoCLEF also provides a set of topics that express information needs (e.g., topics with a subject
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associated to a place). The authors extracted the place references from the documents and from

the set of topics using Yahoo! Placemaker, and generated feature vectors representing each

topic-document pair. The considered features were divided into three groups, namely textual

(e.g., TF-IDF), geographic (e.g., area of overlap between the geographic scope of the document

and the geographic scope of the topic, or the Euclidean distance between the centroid point of

the geographic scope of the document and the geographic scope of the topic) and combined fea-

tures (i.e., linear combinations of textual and geographic features). Different ranking approaches

where tested, including some that involved the use of a support vector machine learning to rank

framework (i.e., the SVMmap algorithm). Results were evaluated using IR metrics like the Mean

Average Precision and precision at cut-off position 10. In the experiments, the combination of

thematic (i.e., textual) and geographical similarity measures outperformed traditional text-based

IR techniques.

Some previous works have also studied the usage of Flickr as an information resource for Geo-

graphic Information Retrieval (Crandall et al., 2009). The information stored in this service has

been shown to be very interesting for many applications, due to the direct links between geospa-

tial coordinates (i.e., the coordinates of the places where the photo was taken, either given by

cameras with GPS functionalities or provided explicitly by the authors of the photos), dates (i.e.,

the time instant when the photos were taken) and textual descriptions that are semantically rich

(i.e., titles, descriptions and tags associated to photos).

2.2.2 Analysis and Retrieval of Photos

The analysis of images is a task that has been widely studied in the area of Image Retrieval. It is

usually related with different applications that explore notions of similarity between images (e.g.,

clustering images with basis on visual features), and different approaches to reduce the semantic

gap between images and text (e.g., image annotation).

One possible approach to compute the similarity between images relies on extracting visual fea-

tures from the photos. These features represent different aspects of the photo, like color, edge

and texture features. Each feature has a representation (e.g., a scalar, a vector or a histogram)

and a corresponding matching method (e.g., the Euclidean distance). In order to compute the

similarity between images, several features are often used simultaneously (Leuken et al., 2009).

An important aspect in image retrieval concerns with techniques for introducing diversification in

the image retrieval results. Leuken et al. presented three clustering techniques to obtain visual

diversification on their image search results. The authors extracted several visual features, in-

cluding the color histogram, which describes the global color distribution in an image, and the
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edge histogram, which describes the local edge distribution of an image (i.e., the image is first di-

vided into regions) to compute the similarity between images. Given a set of images retrieved for

a given user query, the appropriate weight for each of the visual features was computed dynam-

ically, using the variance over all image similarities (i.e., on the similarity between two images

according to a feature). Through this process, a larger weight is assigned to features that are

good discriminators. Afterwards, a list of images or a sorted list of images (e.g. according to

the relevance to the query) is used in a clustering algorithm. The authors created three different

clustering techniques, namely (i) Folding, (ii) Maxmin, and (iii) reciprocal election. Folding is a

clustering technique that takes into account the ranking of the image search results (i.e., uses a

sorted list of images), where the first image of the ranked list is considered to be representative.

A set of representative photos was created with the photos that were more dissimilar from each

other. Maxmin does not take any sorted list (i.e., uses a set of images), instead trying to obtain as

visually diverse representative images as possible by selecting a representative image randomly,

and then adding to the set of representative photos the one with the largest distance to the av-

erage image. Finally, reciprocal election takes into account the similarity of an image i with each

image in the set of image search results, and gives votes to the images that are most similar to i.

The images with more votes (i.e., those that are most similar to more photos) are selected as rep-

resentatives. In order to evaluate the performance of the above algorithms, the authors created

a dataset of images from Flickr, using textually ambiguous queries (e.g., Jaguar) and textually

non-ambiguous queries (e.g., water). Then, they created a ground-truth with the assessments

of human evaluators, and compared the clusters of images from the human evaluators and from

the clustering algorithms.

In order to compute the similarity between clusters, the authors used the index by Fowlkes &

Mallows (1983) and the criteria of variation of information introduced by Meilă (2007). The fold-

ing clustering algorithm obtained the best results when the similarity was computed with the

Folwkes-Mallows index. On the other hand, when they used the variation of information metric,

the reciprocal election clustering algorithm obtained the best results.

Kennedy & Naaman (2008) created a model to generate diverse image search results that is also

capable of retrieving precise and representative photos of landmarks. Using the tags and other

metadata related with the image (e.g., photo ID, geospatial coordinates, capture time and the up-

loader ID) the authors extracted landmark tags (i.e., tags that can represent a landmark). In order

to generate representative views (i.e., different common views) for each landmark, the authors

created clusters of images using visual features (e.g., color, texture, shape and layout). For each

landmark tag, the authors extracted global features (i.e., global color and the texture content)

and local features (i.e., scale-invariant feature transform, i.e., SIFT features (Lowe, 1999)). SIFT
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image features provide a set of features of an image that are not affected with object scaling and

rotation. The clusters created for each landmark tag were then ranked according to certain pa-

rameters, like the number of users (i.e., the publishers of the photos) and the variability of dates

(i.e., the standard deviation of the dates in which the photos in the cluster where taken). After-

wards, the photos contained in each cluster were also ranked according to how well the photos

represent the cluster. To represent the clusters, the photos should be highly similar to other pho-

tos in the same cluster, highly dissimilar to other random photos outside the cluster, and should

contain the same local structures. To perform this procedure the authors used criteria such as

the Euclidean distance between the global features of the photos and the mean of the global

features of the centroid of the cluster, and the Euclidean distance between the local features of

the photos and other photos from other clusters.

In order to test the effectiveness of the above techniques to generate representative, precise and

diverse photos for a given landmark, Kennedy and Naaman created a dataset of georeferenced

photos collected from Flickr. Afterwards, the authors generated landmark tags and clusters of

images for each landmark. Then, different techniques to extract representative images were

experimented. A baseline approach based only on the landmark tags, an approach using the

clusters created for each landmark, an approach based only on the analysis of the photos, and

another approach that combines the analysis of photos and the created clusters, were com-

paratively evaluated. For measuring the precision (i.e., the percentage of images that indeed

represent the landmark), the authors used the P@10 metric. The approach based only on the

analysis of photos, and the approach that combined the analysis of photos with specific clusters,

obtained the best results. In order to measure the diversity, the authors used an evaluation model

composed of four questions, namely asking users if a photo was representative, unique, compre-

hensive and satisfying. The approach that combined the analysis of photos with specific clusters

obtained the best results in terms of representativeness.

More recently, Taneva et al. (2010) collected photos with diversification leveraging on a knowledge

base to get a variety of query expansions. In order to gather diverse photos of named entities, like

persons or landmarks, the authors performed query expansions using relations (e.g., birth date,

awards) and the type of entity (e.g., actors, politicians) from a knowledge base. Due to the fact

that some query expansions may not disambiguate between entities so well, the authors used

a voting scheme that assigns weights to the query expansions. These weights were estimated

with two different techniques, namely (i) learning them from explicit labeled training data which is

composed of a set of correct photos associated to a certain query, and (ii) learning the weights

as a regression problem.

To perform the ranking of the collected photos, Taneva et al. created two ranking models, namely
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(1) a normal ranking model, using only the results obtained by applying the weights in the photo,

and (2) a diversity-aware ranking model with visual features (e.g., SIFT and MPEG-7 features),

using visual similarities in the estimation of the weights and in the final ranking (i.e., giving a

higher weight to photos that are similar to the ones in the ground-truth).

In the evaluation of the above techniques, the authors compared the results obtained using (a)

an original search engine ranking scheme (e.g., Google or Bing ), (b) the voting scheme with

technique (i), and (c) the voting scheme with technique (ii) in the ranking models (1) and (2). In

terms of the MAP and NDCG metrics, the voting scheme with parameter estimation using the

training data obtained the best results.

Approaches to reduce the semantic gap between images and text often rely on the usage of im-

age annotation techniques to annotate images with relevant words or tags that can describe their

contents. Jeon et al. (2003) assumed that an image can be described with a small vocabulary of

blobs (i.e., clusters of features with a designated ID) and developed several models based on the

joint distribution of blobs and words, which they called cross-media relevance models. The image

annotation was based on a training set of images, where each image was represented in terms

of words and blobs. In order to extract the blobs from each image, the authors segmented the im-

age into regions and, for each region, clustered features such as color, texture and shape. Using

a training set of images, the authors created three cross-media relevance models, namely (i) a

probabilistic annotation-based model, which annotates an image with a vector of probabilities for

all the words in the vocabulary with basis on the image blobs, (ii) a fixed annotation-based model,

which annotates an image only with the top words, and (iii) a direct-retrieval model, which uses

the joint distribution of blobs and the top words from (ii) to generate a vector of blob probabilities.

In the evaluation experiments method (ii) was only tested as a model for automatic image anno-

tation and obtained the best results in terms of precision and recall. On the other hand, methods

(i) and (iii) were tested as models for image retrieval. In terms of precision and recall, method (iii)

obtained the best results.

2.2.3 Cross-Media Information Retrieval

Lu et al. (2009) addressed the automatic association of photos published on Flickr to Chinese

travelogues, with basis on a probabilistic topic model detailed on a previous work by Hao et al.

(2009), which is essentially an extension of the Probabilistic Latent Semantic Indexing (pLSI)

model created by Hofmann (1999). The probabilistic topic model is used by the authors in order

to avoid the semantic gap between the vocabulary used in documents and the textual descrip-

tions used in photos. Instead of using words directly, the authors work at the level of topics (i.e.,



2.2. RELATED WORK 21

probability distributions over words) shared between both sources, particularly topics having geo-

graphic characteristics. The authors tested four different approaches for the selection of relevant

photos, namely (i) a baseline approach based on simple word-to-word matching between the

words from the travelogues and the tags that represent the photos, (ii) a mechanism based on a

probabilistic topic model created from the travelogues, (iii) a mechanism based on a probabilistic

topic model created with the tags that represent the photos, and (iv) a mechanism based on a

probabilistic topic model created from the travelogues and the tags. The latter approach obtained

the best results, in their evaluation.

More recently, Hao et al. (2010) also used a probabilistic topic model to represent the travelogues

at the level of topics. The authors developed a probabilistic topic model similar to Lattent Dirichlet

Allocation, named the Location-Topic model (LT), to discover topics from travelogues and at the

same time represent locations with topics. In the proposed topic model, the authors only consid-

ered two different types of topics, namely (i) local topics, composed of words which characterize

specific locations (e.g., lava, sea, beach), and (ii) global topics, composed of words which do not

characterize specific locations (e.g., airport, hotel, car). The developed model was then tested in

several applications such as destination recommendation, destination summarization, and trav-

elogue enrichment. In order to learn the model, the authors used a collection of travelogues,

extracted the local topics and the global topics, and represented the overall characteristics of a

location as a mixture of local topics. For the purpose of destination recommendation, a scoring

function was created with basis on the similarity of the location with the local topics, and a pop-

ularity function that just verified the frequency of the location in the collection of travelogues. In

order to summarize a certain destination, the authors extracted the local topics of the destination,

and ranked the sentences according to their geographical relevance (i.e., the number of times the

location is mentioned in the text), and semantic relevance between the local topics of the desti-

nation and the sentence. Finally, to enrich a travelogue which may refer to several locations, the

authors annotated a set of images, geographically related to a destination, with a set of tags and

represented each image as a vector with the similarities between each tag and the terms of the

travelogue. The locations were represented as a term-vector considering the number of times a

term t appears in a travelogue and the probability of t to represent the location and the score of

each image was computed with the inner-product of both vectors. To perform the evaluation of the

travelogue enrichment approach, the authors created a baseline method which simply queried

Flickr with the locations mentioned in the travelogue, and perform similar evaluation questions as

those used in Kennedy & Naaman (2008). These questions regard the representativeness (i.e.,

in the set of photos, how many photos represent the landmark?), the uniqueness (i.e., in the set

of photos, how many photos are redundant?), the comprehensiveness (i.e., does the set photos
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provide a comprehensive view of the landmark?) and the satisfying (i.e., how satisfied is the user

with the search results?) of the results. In this case, the method for selecting photos using the

LT model obtained the best results.

Jiang & Tan (2009) used two models, namely a vague transformation and a neural network, to

associate images to text. The vague transformation model addresses the problem of analyzing

the semantics of individual regions of an image without considering their context. For instance,

a yellow color in a region of an image can be a part of a flower or even part of the sun. This

problem is known as the vagueness problem. Transformations allow us to produce mappings

between the different representation methods (e.g., the visual space and the textual space). In

order to perform vague transformations, the authors represented images with visual feature vec-

tors, using color and texture features, and textual feature vectors mainly composed by nouns,

verbs and adjectives, using the captions associated to each image. Three methods based on the

idea of vague transformations were tested, namely (i) single-direction vague transformation, (ii)

dual-direction vague transformation, and (iii) vague transformation with visual projection. In all

the previous methods, a domain information category layer was created to make the vague trans-

formation (i.e., from the visual feature space to the textual feature space). This layer can be seen

as a small vocabulary that describes the information either through textual or visual features. In

method (ii) and in order to prevent cases like two text segments with different text descriptions

having the same images, the authors considered two other sub-transformations, from the textual

feature space to the domain information category and from the domain information category to

the visual feature space. In method (iii), the projection of the visual feature space into a new

space allowed them to preserve the differences of the textual feature space. With this process,

the authors prevented cases like two different text segments having the same images. In order

to compute the similarity between the textual feature space and the domain information cate-

gories, the authors used two methods, namely a bipartite graph of the classified text segments

and category-to-text transformation matrix. Figure 2.6 represents methods (i) and (ii), while Fig-

ure 2.7 represents method (iii). To execute method (iii), the authors manually categorized the text

segments and the images into the predefined domain information categories.

The authors also used another method to learn image-text associations, based on the fusion

adaptive resonance theory (ART) architecture for neural networks (Carpenter & Grossberg, 1987).

This method considers an image-text pair, represented by the visual feature vector and the textual

feature vector, as an information object that has a frequency in a visual or textual channel. Each

pair has a frequency represented by a node that represents the nodes with similar frequency.

For each image-text pair, the authors used the textual features from the image and the textual

features from the node that represented the image-text pair. With this process, the images did
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Figure 2.6: Vague Transformations for cross-media retrieval (from (Jiang & Tan, 2009)).

not have to be annotated with a predefined set of keywords. In their experiments, Jiang and Tan

used a collection of web pages containing 300 images related to terrorism attacks, to evaluate

the performance of the above methods in discovering image-text associations. The method (ii)

using a similarity matrix based on a category-to-text transformation, and the model based on the

fusion ART, provided the best results.

Deschacht & Moens (2008) presented an approach that tries to find the best picture of a person

or object in a database of photos, using the captions associated to each picture. The authors

realized that generative probabilistic retrieval models are particularly useful in the area of cross-

media retrieval because they can be made to rely on content models generated from documents.

Because the image captions may not describe the entities contained in the images, the authors

built an appearance model (i.e., a content model that represents the image) based on the image

captions of all documents in a collection, to capture persons or objects that could be pictured

in an image. The appearance models that were built only contained the entities (i.e., persons

or objects) that were part of the images, so the authors computed an appearance model based

on the visualness (i.e., the degree that an entity, like a person or an object, is perceived visually

by humans or a camera) named appearance visualness (APV), and another appearance model

based on the salience (i.e., the importance of an entity in a text), named appearance salience

(APS). As a baseline approach, the authors built two simple content models, namely (i) a bag-of-

words (BOW) model based on the words of the image captions, made trough the tokenization of

the text, and (ii) a bag-of-nouns (BON) model based on the nouns and proper nouns contained

in the set of image captions.
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Figure 2.7: Vague Transformation with visual projection (from (Jiang & Tan, 2009)).

From a dataset composed of several image-caption pairs, the authors created two different sets

of images annotated with the corresponding entities ranked according to the prominence in the

image, namely (i) an easy dataset composed of images with one entity, and (ii) a difficult dataset

composed of images with three or more entities. By querying the dataset with the entities and

filtering the results in order to obtain only correct photos, the authors also generated a ground

truth answers list, composed of images sorted according to the relevance towards the user query.

Deschacht and Moens performed queries with one or two entities, in order to evaluate the above

methods in terms of Mean R-precision (MRP), where R is the number of photos ranked in the first

position in the ground truth answers list, and Mean Average Precision (MAP). The results showed

that when the dataset was queried with only one entity, the APV method improved the retrieval

model. On the other hand, when the query was composed of two entities, the BOW model had

the better results.

Coelho & Ribeiro (2011) approached the task of finding suitable images to illustrate textual doc-

uments, ranging from specific news stories to generic blog entries, through a content-based

multimedia retrieval technique based on a three-stage process involving (i) textual search, (ii)

score filtering and (iii) visual clustering. The system was tested on the SAPO-Labs media collec-

tion, containing photos for known personalities, and on the MIRFlickr-25000 collection (Huiskes

& Lew, 2008), with photos and user tags collected from Flickr. Visual content was described by

the Joint Composite Descriptor (Chatzichristofis et al., 2010) and indexed by a Permutation Prefix

Index (Amato & Savino, 2008). The obtained MIRFlickr results correspond to precision values

above 70%, while the SAPO-Labs personality search fared worse, with precision values below



2.3. SUMMARY AND CRITICAL DISCUSSION 25

40%.

2.3 Summary and Critical Discussion

In this chapter we started by detailing fundamental concepts, important to a better understanding

of this work. Besides the fundamental concepts, we also described previous works in areas

related to the research topic of this work.

From all the works presented in this chapter there are two specific studies that are particularly

similar to the work described in this dissertation (Hao et al., 2010; Lu et al., 2009). The main

idea in the work by Lu et al. (2009) is similar to the basis of our work, as the authors tested

different methods for the selection of photos, obtained by querying Flickr’s search engine with

the location names recognized in the texts. In the work by Hao et al. (2010), the authors also

used probabilistic topic models to perform tasks such as destination recommendation, travelogue

summarization, and travelogue enrichment with illustrative photos. These authors achieved better

results using topics models than by using TF-IDF. However, despite the usage of topic models

to improve on textual similarity results, we have that in both works the authors only used textual

features, whereas we attempt to combine the textual similarity with other sources of information.

In the work by Kennedy & Naaman (2008), the authors proposed a model capable of finding

diverse and representative photos of landmarks. Similar to the work presented in this dissertation,

the authors used Flickr to create a collection of photos, and used the geospatial coordinates that

indicate the place where a photo was taken, together with the date when the photo was taken,

to create landmark tags. Despite the usage of geographic and temporal information, this work is

mainly focused in generating diverse sets of photos for landmarks.





Chapter 3

Geographic Cross-Media Retrieval

In this chapter, we detail the main challenges inherent to the task of associating georeferenced

photos to textual documents such as travelogues, and we propose a set of features to face some

of these challenges. We also present different approaches to combine the above features, in

order to build models that can effectively select relevant photos to associate to textual documents.

3.1 Collecting and Selecting Relevant Photos

The main challenges in collecting and selecting photos that are relevant to a segment of text

are related to the semantic gap between the photo metadata and the text, as well as with the

noise present in the documents and in the descriptions of the photos. For instance, in the case

of travelogues, and despite the fact that these documents have a uniform structure, their authors

frequently mention information related to transportation and accommodation, and not only de-

scriptions of the most interesting locations. For example, if the text of a travelogue mentions an

airport or the city where the trip ends, while describing the arrival, one can select photos related

to these locations, which are not important for illustrating the interesting contents of the docu-

ment. We have that travelogues frequently mention locations that are only slightly relevant, and

so it is very important to distinguish between relevant and irrelevant locations.

Other challenges in collecting and selecting relevant photos are related with the fact that pho-

tos published in Flickr are frequently associated to tags or textual descriptions irrelevant to their

descriptions (e.g., tags are usually identical among different photos uploaded by the same per-

son, at the same time), and also the vocabulary used in Flickr can be very different from the

vocabulary used in textual documents.

27
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Having these limitations in mind, we propose to combine a rich and diverse set of features to cap-

ture multiple notions of relevance. The following sections detail the features that were considered

in our evaluation experiments.

3.1.1 Textual Similarity Features

The idea behind the usage of textual features is that if a photo has textual descriptions more

similar to the text of a document, then it can be considered as a good photo to be associated to

the document. In order to measure the similarity between the textual document and the textual

descriptions from the photos, we considered the following set of textual features:

• Number of terms in the textual description: The number of terms contained in the textual

descriptions of the photos.

• Number of terms in the textual document: The number of terms contained in the textual

documents to which we want to associate photos.

• Term Frequency: The number of terms shared between the textual descriptions of the pho-

tos and the textual document, normalized according to the number of terms in the textual

descriptions of the photo.

• Term Frequency-Inverse Document Frequency: The cosine similarity measure com-

puted between the term vectors corresponding to the descriptions of the photos and the

textual document, using the Term Frequency × Inverse Document Frequency (TF-IDF)

method to weight the individual terms from both sources.

The cosine measure between two documents d1 and d2, where d1 is represented by vector
~V (d1), and d2 represented by vector ~V (d2) can be computed as follows:

sim(d1, d2) =
~V (d1).~V (d2)

‖ ~V (d1) ‖‖ ~V (d2) ‖
(3.6)

• Topic Similarity: The cosine measure computed between the topic vectors obtained from

the descriptions of the photos and from the textual document, through a Latent Dirichelet

Allocation (LDA) model that fitted 25 topics from a large collection of texts obtained from

photo descriptions from Flickr. Each of the 25 dimensions on these vectors contains a score

representing the probability of the photo or document belonging to that particular topic. The

cosine measure between the topic vectors is computed according to the Equation 3.6
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• Kullback-Leibler Divergence: A symmetrized form of the Kullback-Leibler divergence

computed between the probability distributions for the topics present in the descriptions

of the photos and in the textual document. Topics are obtained as in the previous feature.

• Main Topic Equality: A binary feature indicating if the most probable topic present in the

descriptions of the photo is the same as the most probable topic obtained for the textual

document. Again, topics are obtained from the LDA model.

The topic-based representations features were obtained through the application of the LDA topic

modeling technique by Blei et al. (2003) as implemented in the LingPipe package1. Specifically

the model was fitted with 25 topics over a representative collection of Flickr data that contains

tags and titles, namely the large MIRFlickr collection (Huiskes & Lew, 2008). The descriptions

for each one of the photos, contained in the MIRFlickr collection, were also collected. The LDA

model was built in an offline pre-processing step, afterwards computing Bayesian point estimates

for the topic distribution of documents and photo descriptions, through Gibbs sampling.

When processing the textual descriptions of the photos and the text of the documents, stopwords

were first removed, followed by stemming. Stopwords are words that are extremely common and

do not provide any advantage in the process of document matching (e.g., however or anybody).

Stemming is a process used to reduce the different forms in which words can appear to a single

root form (e.g., the words fishing, fished, fisher derive from the base word fish).

3.1.2 Geographical Proximity Features

The idea behind the usage of geographical features is that if a photo was taken near to a location

recognized in the document, then it can be considered as a good photo to be associated to the

document. In order to compute the geographical similarity between the locations recognized

in the document and the locations where photos were taken, we considered the geographical

distance in the surface of a spheroid representing the Earth.

Specifically, the Earth is considered to be a spheroid produced by an ellipsoid of revolution hav-

ing small eccentricity, as currently defined by the World Geodetic Standard of 1984 (WGS84).

Considering the Earth as an oblate spheroid, the geodesic distance between any two points on

its surface, measured along a path on the surface of the Earth, can be given by the formula

proposed by Vincenty (1975).

Figure 3.8 represents the geodesic distance d between location P and locationQ in the surface of

an ellipsoid with semi-minor axis r and semi-major axis R. Vincenty’s method maps the ellipsoid
1http://alias-i.com/lingpipe/

http://alias-i.com/lingpipe/
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Figure 3.8: Graphical representation of the distance between two locations in an ellipsoid (adapted
from Deakin & Hunter (2009)).

into an auxiliary sphere and, given the latitude and longitude of the two points P and Q on the

ellipsoid, computes the azimuths α2 and α1 and the geodesic distance d.

Let us consider a location P with geospatial coordinates β2 and λ2, and a location Q with geospa-

tial coordinates β1 and λ1, in which λ1 = λ2 = λ. Until the change in λ is negligible, the algorithm

iterates over the following equations:

sin2 σ = (cosU2 sinλ)2 + (cosU1 sinU2 − sinU1 cosU2 cosλ)2 (3.7)

cosσ = sinU1 sinU2 + cosU1 cosU2 cosλ (3.8)

sinα =
sinU1 cosU2 sinλ

sinσ
(3.9)

cos 2σm = cosσ −
(

2 sinU1 sinU2

cos2 α

)
(3.10)
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C =

(
f

16

)
cos2 α

[
4 + f

(
4− 3 cos2 α

)]
(3.11)

λ = ∆λ+ (1− C)f sinα
{
σ + C sinσ

[
cos 2σm + C cosσ

(
−1 + 2 cos2 2σm

)]}
(3.12)

In the above formulas, U1 is the reduced latitude (i.e., the latitude on the auxiliary sphere) of

location Q, and U2 represents the reduced latitude of location P . The parameter f represents the

flattening of the ellipsoid and can be defined according to the semi-minor axis r and the semi-

major axis R, as (R−r)
R . The parameter λ represents the difference in longitude on the auxiliary

sphere, and the parameter σ represents the angular distance on the auxiliary sphere from Q to

P , whereas the parameter σm represents the distance on the auxiliary sphere from the equator

to the midpoint of a line from Q to P . Finally, the parameter α represents the azimuth of the

geodesic at the equator.

After we reach a point where the change in λ is negligible, the geodesic distance d between the

two points in the ellipsoid can be computed as follows:

u2 = cos2 α
(R2 − r2)

r2
(3.13)

A = 1 +

(
u2

16384

){
4096 + u2

[
−768 + u2

(
320− 175u2

)]}
(3.14)

B =

(
u2

1024

){
256 + u2

[
−128 + u2

(
74− 47u2

)]}
(3.15)

∆σ = B sinσ

{
cos 2σm +

(
B

4

)[
cosσ(−1 + 2 cos2 2σm)

−
(
B

6

)
cos 2σm(−3 + 4 sin2 σ)(−3 + 4 cos2 2σm)

]}
(3.16)

d = rA(σ −∆σ) (3.17)

Notice that the geodesic is a unique curve on the surface of the ellipsoid that defines the shortest

distance between two points.

Multiple locations can be recognized in the textual document so, using the above method for
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computing distances between multiple places, we computed the following set of geographical

features:

• Maximum Geographical Similarity: The maximum geographical similarity is computed

according to the formula 1
(1+d) , where d is the minimum geodesic distance between the

locations recognized in the textual document and the locations where photos were taken.

• Average Geographical Similarity: The average geographical similarity is computed ac-

cording to the formula 1
(1+d)

, where d is the average geodesic distance between the loca-

tions recognized in the textual document and the locations where photos were taken.

3.1.3 Temporal Cohesion Features

The idea behind the usage of temporal features is to capture the intuition that a photo taken

in a moment close to the date when the document was written can be considered as a good

photo to be associated to the document. In order to measure the temporal similarity between the

publication date of the document and the instant when the photos were taken, we compute the

number of semesters separating the photo from the document. The temporal similarity is then

computed according to the formula 1
(1+t) , where t is the number of semesters separating the

photo from the textual document.

3.1.4 Sentimental Polarity Features

The idea behind the usage of the sentimental polarity features is to capture the intuition that

cooler images should be assigned to documents having a negative sentimental polarity, and

warmer images should be assigned to documents having a positive sentimental polarity. In order

to measure the sentimental mood associated to the documents and the photos, we computed

the polarity of the photos and the polarity of the textual document. The polarity of the textual

documents was estimated using a simple opinion mining method, based on counting the number

of words from the document appearing in a subjectivity lexicon1. The textual polarity is ranged

from minus one (i.e., negative sentimental mood) to plus one (i.e., a positive mood). The polarity

of a photo was estimated using the RGB representation of pixels from the photo. The photo

polarity is also ranged from minus one (i.e., cooler images, where the blue component dominates

over the red component) to plus one (i.e., warmer images, where the red component dominates

over the blue component). The sentimental polarity feature is computed according to the absolute

1http://sentiwordnet.isti.cnr.it/

http://sentiwordnet.isti.cnr.it/
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difference between the polarity values computed from the document d and the photo i, as shown

in Formula 3.18.

match(d, i) =

∥∥∥∥∥ |words(d,+)| − |words(d,−)|
|words(d)|

−
∑
p∈i pR − pB∑
p∈i 255

∥∥∥∥∥ (3.18)

In the formula, the function words() returns the number of words from the textual document

matching the polarity lexicon (e.g., words(d,+) returns the number of positive words), and p ∈ i

denotes the 24 bit RGB representation of a pixel from image i, from where we take the R and B

components (using 8 bits for each component).

3.1.5 Visual Clustering Features

The idea behind the usage of visual clusters relates to propagating relevance information across

similar images, thus avoiding the data sparseness issues commonly associated to Flickr tags. If

we can group together photos depicting the same monuments and the same points of interest,

then we can propagate tags and other metadata information between these visual clusters of

photos, in order to improve the results.

We group together photos with similar visual characteristics (i.e., with similar colors in the same

regions) and computed the similarity between these groups of photos and the textual document.

Specifically, we use the K-means clustering algorithm together with a simple visual similarity

metric1 based on local color features to group the photos into K clusters. The algorithm for

computing the visual similarity starts by normalizing the photo dimensions to 300 × 300 pixels,

afterwards computing 25 × 3 features corresponding to the average of the RGB values on 25

regions with 30 × 30 pixels each, uniformly sampled from the photo. To compute the similarity

between two photos A and B, we take the 25 regions from each photo, compute the Euclidean

distance between the regions, and accumulate the values, afterwards normalizing the aggregated

distance d to a similarity score according to the formula 1
(1+d) . The number of clusters K is

determined through the method described in Ray & Turi (1999), which involves choosing a value

that maximizes inter-cluster similarity and minimizes intra-cluster similarity.

Figure 3.9 illustrates the image clustering procedure, where six photos are compared. The photos

that are highly similar are grouped together in the same cluster (e.g., Cluster 1).

From the cluster to which the photo is assigned the following set of features is computed:
1http://www.lac.inpe.br/JIPCookbook/6050-howto-compareimages.jsp

http://www.lac.inpe.br/JIPCookbook/6050-howto-compareimages.jsp
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Figure 3.9: Representation of the image clustering procedure.

• Total number of terms in the textual descriptions: The total number of terms in the set

of all textual descriptions from the photos belonging to the most similar cluster.

• Term Frequency: The number of terms shared between the textual descriptions of all

the photos belonging to the most similar cluster, and the textual document, normalized

according to the number of terms in the set of the textual descriptions of all photos.

• Term Frequency-Inverse Document Frequency: The cosine similarity measure com-

puted between the term vectors corresponding to the descriptions of all the photos be-

longing to the most similar cluster, and the textual document, using the Term Frequency ×

Inverse Document Frequency (TF-IDF) method to weight individual terms.

• Average Sentimental Polarity: The average match in sentimental polarity computed be-

tween the textual descriptions of all the photos belonging to the most similar cluster, and

the textual document.

• Maximum Geographical Similarity: The maximum geographical similarity, based on the

geospatial coordinates, between the locations recognized in the document and the centroid

coordinates of the most similar cluster towards the photo. The maximum geographical
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similarity is similar to the maximum geographical similarity described in Section 3.1.2, and

it is computed according to the formula 1
(1+d) , where d is the minimum great-circle distance

between the locations recognized and the cluster.

• Average Geographical Similarity: The average geographical similarity, based on the

geospatial coordinates, computed between the locations recognized in the document and

the coordinates of the most similar cluster towards the photo.

• Maximum Temporal Similarity: The maximum temporal similarity, computed in terms of

semesters, between the publication date of the document and the moments when the pho-

tos from the most similar cluster were taken.

• Average Temporal Similarity: The average temporal similarity, computed in terms of

semesters, between the publication date of the document and the moments when the pho-

tos from the most similar cluster were taken.

In the clustering process we only used photos near to the locations recognized in the documents

(i.e., a distance lower than 5km).

3.1.6 Photo Interestingness Features

The idea behind the usage of photo interestingness features is to capture the intuition that a

photo considered to be interesting due to the high number of comments, the high number of

times users marked it as a favorite, and the high number of times it was accessed by other users,

can be considered a good photo to be associated to the document.

For each photo, the following set of features was collected:

• Number of comments: The number of comments made to the photo.

• Number of views: The number of times Flickr users accessed the photo.

• Number of times marked as favorite: The number of times Flickr users considered the

photo as a personal favorite.

Notice that a photo taken in a given location, although with a high interestingness scope, should

not be considered a relevant photo for a textual document describing some other location. Thus,

we considered the location of the photo as a filter to retain photos that are not related to the

document. If a photo was taken in a location inside the bounding box of the document (i.e., the

bounding box that contains all locations), then the number of comments, the number of times
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marked as favorite and the number of views features have their effective values, otherwise these

features assume the value of minus one.

When processing the textual descriptions of the photos and the text of the documents tags were

considered to be more important than titles to describe the photos. Thus, we applied different

weights for the different types of textual descriptions, weighting the tags as twice more important

(i.e., representing the photos through virtual text documents where the text from the tags is

repeated twice, and the text from the title appears only once).

3.2 Combination of Multiple Features

The features described in the previous section were combined in order to avoid some of their

individual limitations, and in an attempt to select the best photos to associate to the textual

document. The different combinations that were tested are as follows:

T1: Selection based on a baseline textual similarity metric: We compute the textual similar-

ity between the textual descriptions and the text of the document, using the Term Frequency-

Inverse Document Frequency feature, and use this result individually.

T2: Selection based on rich textual similarity features: We compute the textual similarity

between the textual descriptions and the text of the document, using the complete set of

textual features described in Section 3.1.1.

T3: Selection based on rich textual similarity features and sentimental polarity match:

We combined the rich textual similarity features from T2 with the feature related with the

sentimental polarity, described in Section 3.1.4.

T4: Selection based on rich textual similarity features, sentimental polarity and geo-

graphic proximity: We combined the textual and the polarity similarity features from T3

with the features capturing the geographical proximity, as described in Section 3.1.2

T5: Selection based on rich textual similarity, sentimental polarity, geographical proxim-

ity and temporal cohesion: We combine method T4 with the temporal distance feature,

in terms of semesters, computed between the publication date of the document and the

moment when a photo was taken, as described in Section 3.1.3.

T6: Selection based on rich textual similarity, sentimental polarity, geographic proximity,

temporal cohesion and photo interestingness: We combine method T5 with the features

related with the interestingness of the photos, as described in Section 3.1.6.
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T7: Selection combining individual photo similarity, polarity and interestingness, together

with features computed from visual image clusters: We group together images with

similar visual characteristics (i.e., with similar colors in the same regions) and compute

the similarity between these groups of photos and the textual document, as described in

Section 3.1.5, combining these similarity scores with the features from method T6.

The combination of the different relevance estimates can be made either through rank aggrega-

tion or through supervised learning to rank methods.

3.2.1 Rank Aggregation Methods

A very general approach for aggregating different estimators for the relevance of a photo towards

a textual document is to use each individual estimator to rank all of the alternative candidates,

and then choose the winning alternative based on the aggregation of these rankings (Alba et al.,

2008; Conitzer, 2006). This general approach is often referred to as voting over the alternatives

and hence, in this context, the features are referred to as voters, the rankings that they submit as

votes, and the alternative images as candidates (i.e., a voter votes in candidates).

Ranking Position Voter 1 Voter 2 Voter 3
1º A B C
2º B A A
3º C C B

Table 3.1: Candidates with a ranking position attributed by different voters.

For example, considerer a scenario similar to the one presented in Table 3.1, with three candidate

photos A, B and C, and considering three voters (i.e., features) in which voter 1 may vote A �

B � C, voter 2 chooses B � A � C, and voter 3 chooses C � A � B. The winner, or the

aggregate ranking of the candidate photos depends on which voting rule being used. Considering

S as the set of candidates, R(S) as the set of all possible rankings of the candidates, and n the

number of voters, a voting rule is a mapping from R(S)n to S, where the objective is to produce

a winner, or a mapping from R(S)n to R(S) if the objective is to produce an aggregate ranking.

Let −→α =< α1, . . . , αm > be a vector of integers. In scoring rules, and for each vote, a candidate

receives α1 points if it is ranked first in the vote, α2 if it is ranked second, and so on. Candidates

are ranked according to their scores (i.e., the aggregated points). There are several examples

of scoring rules. The Borda rule is the scoring rule with −→α =< m − 1,m − 2, . . . , 0 >. The

plurality rule is the scoring rule with −→α =< 1, 0, . . . , 0 >. The veto rule is the scoring rule with
−→α =< 1, 1, . . . , 1, 0 >.
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Beside scoring rules, it is also possible to use other rank aggregation schemes to combine the

multiple features. Specifically, two approaches were considered in our work, namely the Comb-

SUM and the CombMNZ methods originally proposed by Shaw & Fox (1994).

The CombSUM score of a photo p, for a given document D, is the the sum of the normalized

scores received by the photo in each of the k individual rankings, and is given by Equation 3.19.

CombSUM(p,D) =

k∑
j=1

scorej(p,D) (3.19)

Similarly, the CombMNZ score of a photo p for a given document D is defined by Equation 3.20,

where re is the number of non-zero similarities. CombMNZ improves on CombSUM by penalizing

a candidate with zero scores attributed by a ranker.

CombMNZ(t, P ) = CombSUM(t, P )× re (3.20)

For instance, consider a scenario similar to the one presented in Table 3.2 with three candidate

photos A, B and C, and considering three rankers (i.e., features) in which ranker 1 scores A with

0.8, B with 0.1 and C with 0.1, ranker 2 scores C with 0.6 and so on. Using CombSUM, candidate

photo A would have a final score of 0.8 + 0 + 0 = 0.8, and candidate photo C a final score of

0.1 + 0.6 + 0 = 0.7. However, using CombMNZ candidate photo A would have a final score of

(0.8 + 0 + 0) ∗ 1 = 0.8 and candidate photo C a final score of (0.1 + 0.6 + 0) ∗ 2 = 1.2.

Ranker 1 Ranker 2 Ranker 3
Candidate Score Candidate Score Candidate Score

A 0.8 C 0.6 B 1.0
B 0.1 B 0.4 A 0
C 0.1 A 0 C 0

Table 3.2: Candidates with a ranking score attributed by different rankers.

Both CombSUM and CombMNZ use normalized sums when combining the different features. To

perform the normalization, we applied the min-max normalization procedure to the scores of the

individual features, which is given by Equation 3.21.

Vnormalized =
V −min
max−min

(3.21)
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3.2.2 Learning to Rank Methods

A particular drawback of rank aggregation methods is that they do not allow us to make state-

ments about how much is voter A better than voter B.

Another method for the combination of different estimators of relevance relates to the usage of

supervised learning for discovering a good ranking formula.

Figure 3.10: The general Learning to Rank for IR framework (from Liu (2009)).

In brief, Learning to Rank for Information Retrieval (L2R4IR) refers to the task of automatically

building a ranking model using training data (Liu, 2009). The ranking model generated by this

supervised learning approach supports the sorting of new documents according to their degrees

of relevance. The training set is composed by n training queries (in this case, the textual doc-

uments) qi(i = 1, ..., n), their associated documents (in this case, the photos), a feature vector

representing the association between the two, x(i) = {x(i)j }m
(i)

j=1 where m(i) is the number of doc-

uments associated with query qi, and relevance judgment y. Figure 3.10 represents a general

L2R4IR framework.

The L2R4IR methods can be grouped into three main approaches, namely (i) the pointwise ap-

proach, (ii) the pairwise approach, and (iii) the listwise approach (Liu, 2009).

• Pointwise approach - The L2R4IR task is seen as either a regression or a classifica-

tion problem. Given feature vectors of each single document from the data for the input
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space, the relevance degree of each of those individual documents is predicted with scor-

ing functions. Through these scores we can sort documents and produce the final ranked

list. Several pointwise methods have been proposed, including Multi-class Classification for

Ranking (McRank) (Li et al., 2008).

• Pairwise approach - The L2R4IR task is seen as a binary classification problem for doc-

ument pairs, since the relevance degree can be regarded as a binary value telling which

document ordering is better for a given pair of documents. Given feature vectors of pairs of

documents from the data for the input space, the relevance degree of each of those doc-

uments can be predicted with scoring functions which try to minimize the average number

of misclassified document pairs. Several different pairwise methods have been proposed,

including SVMrank (Joachims, 2002), RankNet (Burges et al., 2005) or RankBoost (Freund

et al., 2003).

• Listwise approach - The L2R4IR task is addressed in a way that takes into account an

entire set of documents, associated with a query, as instances. These methods train a

ranking function through the minimization of a listwise loss function defined on the pre-

dicted list and the ground truth list. Given feature vectors of a list of documents of the data

for the input space, the relevance degree of each of those documents can be predicted

with scoring functions which try to directly optimize the value of a particular information re-

trieval evaluation metric, averaged over all queries in the training data (Liu, 2009). Several

different listwise methods have also been proposed, including SVMmap (Yue et al., 2007),

AdaRank (Xu & Li, 2007) or Coordinate Ascent (Metzler & Croft, 2007).

In the work described in this dissertation, we made experiments with the application of state-of-

the-art learning to rank algorithms available through the RankLib1 open-source Java package,

namely RankBoost and Coordinate Ascent.

RankBoost is a pairwise boosting technique for ranking (Freund et al., 2003). Training proceeds

in rounds, starting with all the pairs of photos being assigned to an equal weight. At each round,

the learner selects the weak ranker that achieves the smallest pairwise loss on the training data,

with respect to the current weight distribution. Pairs that are correctly ranked have their weight

decreased and those that are incorrectly ranked have their weight increased, so that the learner

will focus more on the hard samples in the next round. The final model is essentially a linear

combination of weak rankers. Weak rankers can theoretically be of any type, but they are most

commonly chosen as a binary function with a single feature and a threshold. This function assigns

a score of 1 to a document of which feature value exceeds the threshold, and 0 otherwise. In our

1http://www.cs.umass.edu/˜vdang/ranklib.html

http://www.cs.umass.edu/~vdang/ranklib.html
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experiments, the number of threshold candidates was set to 50 and the number of rounds to train

was set to 1000.

Coordinate Ascent is a state-of-the-art list-wise method, originally proposed by Metzler and Croft,

which uses coordinate ascent to optimize the ranking model parameters (Metzler & Croft, 2007).

Coordinate ascent is a well-known technique for unconstrained optimization, which optimizes

multivariate objective functions by sequentially doing optimization in one dimension at a time. The

method cycles through each parameter and optimizes over it, while fixing all the other parameters.

3.3 Summary

In this chapter, we started by describing some challenges inherent to the task of associating geo-

referenced photos to textual documents such as travelogues. We proposed a general framework

for geographically-aware cross-media retrieval which leverages on photos collected from places

identified in the text of the documents. We then described a set of features designed to face

some of the identified challenges while representing the association between photos and textual

documents, namely (i) textual similarity, (ii) geographical proximity, (iii) temporal cohesion, (iv)

sentimental polarity, (v) visual clustering and (vi) photo interestingness. Finally, we presented

a set of methods to combine the proposed features, corresponding to either a supervised ap-

proaches (i.e., learning to rank algorithms) or to unsupervised approaches (i.e., rank aggregation

methods).





Chapter 4

Experimental Evaluation

This chapter presents the experimental evaluation of the proposed methods for geographically-

aware cross-media retrieval. It first details the experimental evaluation methodology. Afterwards,

it presents the obtained results with the different feature combination methods described in Chap-

ter 3. Finally, we present some conclusions regarding the purposed methods, together with a

critical discussion on the obtained results.

4.1 Experimental Methodology

To support the experimental evaluation of the proposed methods we started with the development

of a prototype system, and then created a test collection. The results obtained with the prototype

system, over the test collection, were measured through common IR metrics such as Precision

at cut-off position k (P@k) and the Mean Reciprocal Rank (MRR).

4.1.1 The Prototype System

The prototype system developed to support the evaluation experiments, represented in Fig-

ure 4.11, is composed of several modules, namely (i) recognition and disambiguation of location

names, where Yahoo! Placemaker is used to recognize and disambiguate the location names

in the texts, (ii) photo collecting, where the metadata of each correct location (e.g., geospatial

coordinates or location names) is used to query Flickr for georeferenced photos, (iii) feature ex-

traction, where several features, derived from textual, geographical, visual and temporal similarity,

are extracted from the collected photos, and (iv) ranking photos, where the collected photos are

43
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Figure 4.11: An illustration of the prototype system.

ranked. The output of the prototype system contains the textual document used as input with the

top relevant photos related to its content.

The prototype system was implemented using the Qizx1 XQuery engine as an execution envi-

ronment. This XQuery engine supports the latest version of the W3C standard, together with the

XQuery Full Text extension to perform full-text searches with the cosine measure and TF×IDF

vectors, in collections of XML documents.

4.1.2 The Test Collection

In order to validate the methods proposed in Chapter 3, we created a collection with 900 photos

downloaded from Flickr, containing a title, tags and a sufficiently large textual descriptions (i.e.,

more than 100 words). The collected photos contained associations to geospatial coordinates

and they also contained geographical information in their descriptions (i.e., locations recognized

by Yahoo! Placemaker), such as location names or points of interest. In the collecting of pho-

tos, particular attention was given to obtaining the maximum diversity in photos as possible, by

selecting photos from different users. We also used expressions frequently used in travelogues,

such as monument or vacations, to filter the photos collected from Flickr.

All the collected photos were taken in a point inside the bounding box corresponding to the

1http://www.xmlmind.com/qizx/

http://www.xmlmind.com/qizx/


4.1. EXPERIMENTAL METHODOLOGY 45

geospatial footprint of one of the world’s 18 most visited cities1 (i.e., a set of 50 photos was

collected from each one of the 18 cities, all containing large textual descriptions and associated

to geospatial coordinates). The bounding box was obtained by querying the Yahoo! GeoPlanet2

service with the name of the city. The collected photos were all taken in a date ranging from

2000-01-01 to 2010-06-01 and, for each photo, the number of comments, the number of times it

was considered as favorite by other users, and the number of times it was viewed by other users

were also collected.

Notice that in order to conduct the experiments, we needed a collection of documents with rel-

evance judgments for photos, i.e., a correct photo associated to each document. The photo

descriptions from Flickr, with the above characteristics, are fairly good examples of documents

with relevance judgments, because the owner considered the photo as a relevant one to be as-

sociated to the large textual description. Figure 4.12 presents two examples for the documents

and photos used in our experimental evaluation (i.e., a photo from Flickr with a title in bold, tags

in italic, and the correspondent large textual description). For the purpose of our experiments,

we considered the textual descriptions as representations of textual documents having the same

characteristics as travelogues, and the photos directly associated to each textual description as

the relevant photos (e.g., in Figure 4.12, the photo on the left is considered as a relevant photo

to be associated to the textual description under it).

Figure 4.13 presents the number of documents in the entire collection, for each possible number

of words, and the number of documents mentioning different numbers of places. In the collection,

there is a higher number of documents with 100 to 200 words. Also, the number of recognized

places is frequently low, with most of the documents containing 1 to 5 places.

The prototype system, implementing different configurations for the feature vectors and using

either the rank aggregation methods (i.e., the Borda rule, CombSUM and CombMNZ) or the

learning to rank algorithms (i.e., Rank Boost and Coordinate Ascent), was used to process the

documents, associating them to relevant photos. These results were evaluated with the metrics

described in Section 4.1.3.

In the case of experiments using learning to rank algorithms to combine the multiple features, the

50 textual descriptions associated to each of the 18 cities were randomly split into two groups,

and we used 25 × 18 textual descriptions for building a training dataset for the learning to rank

algorithms, and the other 25 × 18 textual descriptions for building a test dataset. In the testing

dataset, each textual description was associated to the correct relevant photo, plus to all the pho-

tos having a textual similarity towards the description higher than zero. In the case of the training

1http://en.wikipedia.org/wiki/Tourism
2http://developer.yahoo.com/geo/geoplanet/

http://en.wikipedia.org/wiki/Tourism
http://developer.yahoo.com/geo/geoplanet/
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Water is Life Hong Kong - Victoria Peak
sky buildings fujifilm aqua cityscape spot
kualalumpur dayabumi jalanraja s100fs water
fountain tourist kl

hong kong cityscape tram skyline peak
dayabumi china funicular gettyvacation2010
victoria

Water, without which, we would not be on
Earth.

This was captured to show that Kuala
Lumpur is a blend of old buildings as well as

new. This fountain sits on one end of the
famous Selangor Club field used for

Merdaka Day Celebrations.
Reggie Wan of Singapore and I were here
on this bright and hot day. Couldn’t get out

fast enough away from this tourist spot!
Actually, all the photos showcased here were
pretty nice and I really couldn’t decide which
one to be the main picture. I chose this one
because it was more artistic (the fountain is
dark, the tall building medium grayish and
the minaret is white surrounded by blue)!

With some seven million visitors every year,
Victoria Peak is a major tourist attraction of

Hong Kong. It offers spectacular views of the
city and its harbours. The number of visitors
led to the construction of two major leisure
and shopping centres, the Peak Tower and
the Peak Galleria, situated adjacent to each

other.
The Peak Tower incorporates the upper
station of the Peak Tram, the funicular

railway that brings passengers up from Hong
Kong’s Central district, whilst the Peak

Galleria incorporates the bus station used by
the Hong Kong public buses and green

minibuses on the Peak. The Peak is also
accessible by taxi and private car via the

circuitous Peak Road, or by walking up the
steep Old Peak Road from near the

Zoological Botanical Gardens.

Figure 4.12: Two example documents and the correspondent relevant of photos.
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Figure 4.13: Histograms with the number of words and the number of places for each document.

dataset, and in an attempt to build a balanced collection with both relevant and non-relevant pho-

tos, we associated each textual description to a maximum of ten photos, namely (i) the relevant

photo to be associated to the text, (ii) a non-relevant photo containing the highest textual sim-

ilarity according to the TF×IDF metric, (iii) a non-relevant photo containing the highest textual

similarity according to the topic distributions metric, (iv) a non-relevant photo taken in a place

closest to the mentioned locations, (v) a non-relevant photo taken in the same semester, (vi)

a non-relevant photo containing the highest sentimental polarity, (vii) a non-relevant photo con-

taining the highest cluster textual similarity according to the TF×IDF metric, (viii) a non-relevant

photo whose image cluster geographical location is closest to the mentioned locations, (ix) a

non-relevant photo whose image cluster date is taken in the same semester, (x)a non-relevant

photo whose image cluster has the highest sentimental polarity, and (xi)finally a photo selected

randomly.

4.1.3 Evaluation Metrics

We compared different combination schemes for the features detailed in Section 3.1, using IR

metrics such as the Precision at cut-off position 1 (Precision@1) and the Mean Reciprocal Rank

(MRR).

Precision is a measure for information retrieval effectiveness that indicates the fraction of retrieved

images that are relevant. It can be computed as follows:

Precision =
Number of relevant photos retrieved

Number of photos retrieved
(4.22)
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It is also possible to evaluate the results at a given cut-off rank, considering only the topmost

results (i.e., the n topmost results) returned by the system. This measure is frequently called

precision at n or precision@n.

MRR is a metric that favors rankings whose first correct result occurs near the top (Baeza-Yates

& Ribeiro-Neto, 2008). For a certain information need q, considering Ri as the ranking of images

relative to query q and ranki as the ranking of the first relevant image relative to query q, the

Reciprocal Rank of Ri can be defined as:

RR(Ri) =

 1
ranki

if ranki ≤ Sh
0 if otherwise

(4.23)

In the formula, Sh is the threshold ranking position.

For a certain set of information needs Q, composed of |Q| queries, the mean reciprocal rank over

all queries can be defines as:

MRR(Q) =
1

|Q|

|Q|∑
i=1

1

ranki
, (4.24)

The trec eval1 tool was used to evaluate the matchings between photos and documents ac-

cording to the above metrics.

4.2 The Obtained Results

We measured the matchings between photos and documents, in the previously described two

scenarios (i.e., the feature combinations using either rank aggregation methods, and using learn-

ing to rank algorithms), and with the metrics from Section 4.1.3.

4.2.1 Rank Aggregation Experiments

In a first experiment, we performed the feature combination using rank aggregation methods

namely using the (i) the Borda rule, (ii) CombMNZ and (iii) CombSUM. For each feature, rank

aggregation methods such as the Borda rule, the CombMNZ and the CombSUM, assign points

to each candidate photo. However features that are not related with the similarity between the

textual document and the descriptions of the photos would only affect the results (e.g., the number

of terms in the textual description, or the number of comments). So in order, to face this challenge

we applied minor changes in the methods described in Section 3.2, namely (i) in method T2 we

1http://trec.nist.gov/trec_eval/

http://trec.nist.gov/trec_eval/
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discarded the number of terms in the textual description and the number of terms in the textual

document, and (ii) in method T6 we discarded this method because it only added non-similarity

features, such as the number of comments and the number of views and the number of times

marked as favorite.
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Figure 4.14: Results in terms of Reciprocal Rank for each method and city.

Figure 4.14 presents the results obtained in terms of Reciprocal Rank, for all the considered

cities and all the different methods. The horizontal lines represent the cities, and the different

symbols represent, respectively, methods T1, T2, T3, T4, T5 and T7, either using the Borda rule
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(B), CombSUM (CS) or CombMNZ (CM).

It is interesting to notice the lower values of the Borda rule. The maximum value of Reciprocal

Rank that the Borda rule graph reaches is 0.643 in method T1. These results were somewhat

expected, because the results are affected by the binary feature Main Topic Equality. As stated

in Section 3.2.1, the Borda rule considers the ranking position to assign points. A binary feature

affects the ranking of the photos according to their points.
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Figure 4.15: Reciprocal Rank and Precision@1 for each method and city using CombSUM and
CombMNZ.

Figure 4.15 presents the results obtained in terms of Precision at cut-off position 1 (Precision@1)
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and in terms of the Mean Reciprocal Rank, separately for each of the considered cities and for

the two best rank aggregation methods (i.e., CombMNZ and CombSUM). The horizontal lines

represent the mean value of Reciprocal Rank, in red, and the mean value of Precision@1, in

blue, for all the cities and with the best configuration. In all the charts, the bar in red that is fully

colored represents the value of Mean Reciprocal Rank, while the bar in blue with a shaded color,

represents the value of Precision@1.

Both graphics show that method T5 using CombSUM, slightly outperforms the other methods in

almost all the cities. These results suggest that the usage of multiple features (e.g., geographical

proximity and temporal cohesion) combined with the textual similarity is better than the usage

of the textual similarity alone. Also, methods using CombSUM as the rank aggregation method

outperforms the methods using Borda, and CombMNZ, in almost all the cities.

4.2.2 Learning to Rank Experiments

In a second set of experiments, we performed the feature combination using learning to rank

algorithms, namely (i) RankBoost and (ii) Coordinate Ascent. Figure 4.16 presents the results
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Figure 4.16: Results in terms of Reciprocal Rank for each method and city.

obtained in terms of Reciprocal Rank, for all the considered cities. The horizontal lines represent

the cities, and the different symbols represent, respectively, methods T1, T2, T3, T4, T5, T6 and

T7 either using the RankBoost (RB) algorithm or the Coordinate Ascent (CA) algorithm.

Figure 4.17 presents the results obtained in terms of Precision at cut-off position 1 (Precision@1)

and in terms of the Mean Reciprocal Rank, separately for each of the considered cities. The
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horizontal lines represent the mean value of Reciprocal Rank, in red, and the mean value of

Precision@1, in blue, for all the cities and with the best configuration. In all the charts, the bar in

red that is fully colored represents the value of Mean Reciprocal Rank, while the bar in blue with

a shaded color, represents the value of Precision@1.
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Figure 4.17: Reciprocal Rank and Precision@1 for each method and city using Coordinate Ascent and
RankBoost.

Both graphics show that method T5, using either the Coordinate Ascent or the RankBoost al-

gorithm, outperform the other combinations of features in almost all the cities. These results
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again suggest that the usage of multiple features (e.g., geographical proximity and temporal co-

hesion) combined with the textual similarity is better than the usage of the textual similarity alone.

Also, methods using Coordinate Ascent as the learning to rank algorithm slightly outperform the

methods using the RankBoost algorithm, except in 4 out of 18 cities.

4.3 Critical Discussion

Either using rank aggregation methods (e.g., CombSUM) or learning to rank algorithms (e.g., Co-

ordinate Ascent), the combination of multiple features outperforms the use of textual references

alone, in almost every cities. This validates the hypothesis that using geographic references ex-

tracted from text enables the development of cross-media retrieval techniques better suited for

associating georeferenced photos to textual documents. Also the combination of the multiple

features using learning to rank algorithms outperforms the use of rank aggregation methods.

The fact that each feature is treated equally using unsupervised rank aggregation methods en-

ables that a good feature may be suppressed by another feature not so good (e.g., the maximum

geographical similarity suppressed by the main topic equality feature).
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Figure 4.18: Variations in Precision@1 and Reciprocal Rank in terms of the number of words and the
number of places mentioned in the documents.

Figure 4.18 illustrates the relationships existing between the values of Precision@1 and Recipro-

cal Rank, with the number of words and the number of places, when considering the combination

method that had the best results. These results suggest that either a higher number of words or a

higher number of places do not improve the results, neither in terms of Precision@1 or Reciprocal

Rank. The higher value of Reciprocal Rank and Precision@1 in documents with 900 and 1000
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words can be explained with the small number of documents with these number of words. Also,

some of the higher value of Reciprocal Rank and Precision@1 in documents with more than 10

places can be explained with the small number of documents with this number of places.

Combination Algorithm Precision@1 Reciprocal Rank
Method Min Max Avg StDev Min Max Avg StDev

T1 0.30 0.52 0.44 0.07 0.39 0.64 0.54 0.06
Borda 0.04 0.22 0.15 0.05 0.07 0.26 0.18 0.05

CombMNZ 0.12 0.36 0.24 0.06 0.18 0.44 0.30 0.06
T2 CombSUM 0.20 0.46 0.33 0.07 0.25 0.54 0.42 0.07

RB 0.20 0.72 0.44 0.14 0.34 0.79 0.59 0.12
CA 0.24 0.64 0.50 0.12 0.39 0.78 0.62 0.09

Borda 0.00 0.12 0.06 0.04 0.01 0.16 0.09 0.04
CombMNZ 0.12 0.36 0.24 0.06 0.19 0.43 0.30 0.06

T3 CombSUM 0.20 0.44 0.31 0.06 0.24 0.53 0.39 0.07
RB 0.20 0.72 0.44 0.14 0.34 0.79 0.59 0.12
CA 0.24 0.68 0.50 0.12 0.38 0.76 0.64 0.10

Borda 0.02 0.18 0.10 0.05 0.08 0.24 0.15 0.04
CombMNZ 0.14 0.46 0.31 0.08 0.29 0.56 0.41 0.07

T4 CombSUM 0.26 0.56 0.36 0.09 0.41 0.65 0.49 0.07
RB 0.16 0.80 0.50 0.17 0.34 0.86 0.66 0.13
CA 0.28 0.84 0.58 0.14 0.44 0.85 0.70 0.10

Borda 0.10 0.36 0.18 0.07 0.19 0.41 0.28 0.06
CombMNZ 0.20 0.58 0.42 0.09 0.45 0.71 0.57 0.08

T5 CombSUM 0.42 0.74 0.54 0.10 0.52 0.81 0.66 0.08
RB 0.36 0.96 0.80 0.17 0.57 0.97 0.86 0.11
CA 0.48 0.92 0.76 0.11 0.65 0.95 0.87 0.08

Borda — — — — — — — —
CombMNZ — — — — — — — —

T6 CombSUM — — — — — — — —
RB 0.28 0.92 0.72 0.18 0.55 0.95 0.83 0.12
CA 0.44 0.92 0.72 0.12 0.61 0.95 0.83 0.09

Borda 0.04 0.36 0.20 0.07 0.17 0.46 0.32 0.06
CombMNZ 0.30 0.60 0.44 0.08 0.45 0.72 0.59 0.07

T7 CombSUM 0.36 0.68 0.54 0.10 0.49 0.77 0.66 0.08
RB 0.32 0.92 0.70 0.16 0.55 0.95 0.83 0.11
CA 0.24 0.92 0.68 0.17 0.47 0.96 0.80 0.13

Table 4.3: The results obtained in the experimental evaluation.

Table 4.3 summarizes the obtained results across all the considered cities, showing the rank

aggregation methods, i.e., the Borda rule, CombMNZ and CombSUM, and the two learning to

rank algorithms i.e., RankBoost (RB) and Coordinate Ascent (CA). The results show that the

learning to rank algorithms outperformed the rank aggregation methods in all the methods. Also,

the CA algorithm in method T5, in terms of Reciprocal Rank and higher performance of the

RB algorithm also in method T5, in terms Precision@1. It is interesting to notice that the rank

aggregation methods have the lowest values of standard deviation, in all the methods. These
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results suggest that the rank aggregation methods for each city achieve more similar values of

Reciprocal Rank and Precision@1 than the learning to rank algorithms.

Despite the good results, it is important to notice that these results are underestimated, because

multiple photos could be considered relevant photos to be associated to the text of a travelogue.

For instance, in the collection of photos from the experimental evaluation, multiple photos could

represent a monument from a certain city (e.g., the Eiffel tower in Paris), however only one photo

was considered relevant to be associated to a large textual description related to the city.

The top façade of one of Gaudi’s most
famous building, the Casa Batlló in

Barcelona. The building was restored by
Antoni Gaudi and Josep Maria Jujol in the

beginning of the 20th Century. It is located at
43, Passeig de Gràcia in the Eixample

district of Barcelona. The local name for the
building is Casa dels ossos (House of Bones)

because of its skeletal and organic
appearance. I believe it is the most amazing

architectural work I’ve seen. I would only
compare it to other Gaudi’s achievement.

When you visit the house, it seems that the
goal of the designer was to avoid straight
lines completely. Much of the façade is

decorated with a mosaic made of broken
ceramic tiles (trencadı́s) that starts in shades
of golden orange moving into greenish blues.

The roof is arched and was likened to the
back of a dragon.
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gaudi gaudi catalunya
casa travel espanya
batlo catalonia españa
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Old Town Square (Czech: Staroměstské
náměstı́) is a historic square in the Old Town
quarter of Prague in the Czech Republic at

50°5’14”N 14°25’17”ECoordinates: 50°5’14”N
14°25’17”E. Located between Wenceslas
Square and the Charles Bridge, Prague’s
Old Town Square is often bursting at the

seams with tourists in the summer. Featuring
various architectural styles including the
gothic Týn Cathedral and baroque St.

Nicholas Church, the square is an oasis for
travelers wearied by Prague’s narrow streets.
Among many churches, tourists may find the
Astronomical Clock on this square, while the

tower at the Old Town Hall offers a
panoramic view of Old Town shop.
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Figure 4.19: The top three most relevant photos returned for two example documents.

Figure 4.19 illustrates the obtained results for two example textual descriptions, presenting the

top-3 most relevant photos as returned by the best performing method (i.e., T5 with the Coordi-

nate Ascent algorithm), together with their tags from Flickr. Notice that the top-3 most relevant

photos associated to the textual descriptions are indeed photos that related to either Barcelona

or Prague.





Chapter 5

Conclusions

This MSc dissertation discussed approaches for addressing the photo-text association task,

which falls into the area of cross-media retrieval. The main challenges in collecting and selecting

photos relevant to a textual document are related to the semantic gap between the photo’s con-

tents and metadata, and the text, as well as with the noise present in the documents. Several

previous works approached the association of photos to text using only textual similarity features.

Others focused on generating diverse sets of photos for landmarks, leveraging on geographical

information.

We demonstrated that the usage of geographic references extracted from text enables the de-

velopment of cross-media retrieval techniques suitable for associating georeferenced photos to

textual documents. In this work we developed novel methods that combine multiple features,

such as the textual similarity, geographical proximity and the temporal cohesion.

In order to validate the proposed methods, a prototype system was developed. This prototype

system is composed of several modules, namely (i) recognition and disambiguation of location

names, where the Yahoo! Placemaker service is used to recognize and disambiguate the location

names in the text, (ii) photo collecting, where the metadata of each correct location (e.g., geospa-

tial coordinates) is used to query Flickr for related georeferenced photos, (iii) feature extraction,

where several features, derived from textual, geographical, visual and temporal similarity, are

extracted from the collected photos, and (iv) ranking the photos, where the collected photos are

ranked in accordance to their relevance.

The experimental evaluation of the proposed methods, using the prototype system, validated

our initial hypothesis, as the combination of the multiple features, either using rank aggregation

methods or learning to rank algorithms, outperformed the use of textual references alone.

57
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5.1 Summary of Contributions

In this thesis we presented novel methods that combine multiple relevance estimators. The

prototype system developed and the experimental evaluation allowed us to produce the following

contributions:

• We proposed and evaluated multiple relevance estimators, derived from textual similarity

(e.g., TF×IDF, topic similarity), geographic proximity (e.g., the minimum distance between

a location recognized in the text and the place where a photo was taken), temporal distance

(i.e., between the date when a travel was made and the moment when a photo was taken),

photo interestingness (e.g., number of comments), sentimental polarity (i.e., the difference

between the sentimental mood of the text and the sentimental mood of the images) and

visual similarity (i.e., features computed from clusters of similar images). In our experi-

ments, the combination of the textual similarity together with the geographic proximity, the

sentimental polarity and the temporal distance obtained the best results.

• We compared and evaluated different rank aggregation methods to combine the multiple

relevance estimators, such as the Borda rule, the CombSUM approach and the CombMNZ

approach. In terms of unsupervised rank aggregation methods, the combination of the

multiple relevance estimators using the CombSUM method obtained the best results. The

combination of the textual similarity together with the geographic proximity, the sentimental

polarity and the temporal distance obtained 0.66 in terms of Mean Reciprocal Rank, and

0.54 in terms of Precision@1. Despite the good results, better results were achieved using

supervised learning to rank algorithms.

• We compared different learning to rank methods to combine the multiple relevance estima-

tors, such as the Coordinate Ascent and the Rank Boost algorithms. In our experiments,

the combination of the multiple relevance estimators using the Coordinate Ascent algorithm

obtained the overall best results. The combination of the textual similarity together with the

geographic proximity, the sentimental polarity and the temporal distance obtained 0.87 in

terms of Mean Reciprocal Rank, and 0.76 in terms of Precision@1.

• We also developed a prototype system implementing the proposed methods, which was

made available online as an open-source package at Google Code. The open-source pack-

age is available at http://code.google.com/p/aphoteg/.

http://code.google.com/p/aphoteg/
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5.2 Future work

Despite the good results from our initial experiments, there are also many challenges for future

work. For instance, the evaluation should be done with a static collection of photos, with relevance

judgments clearly established by humans. The Content-based Photo Image Retrieval (CoPhIR)

collection, described in Bolettieri et al. (2009) and built from 106 million photos from Flickr, could

be an important baseline for the development of a more adequate test collection for our work.

A particularly interesting idea for future work concerns with using spatial outlier detection ap-

proaches, or even place reference classification methods such as those proposed by Piotrowski

at al. for mountaineering accounts Piotrowski et al. (2010), in order to filter from the textual

documents place references that are only marginally relevant.

Besides filtering place references, it would also be interesting to improve the visual features

detailed in Section 3.1. The use of features derived from image classifiers, trained for detecting

specific objects or concepts, could improve the results rather than grouping together photos with

similar visual characteristics (i.e., similar colors in the same regions).

Another idea is to experiment the proposed methods in a collection not related to the domain of

travelogues. For instance, the dataset with news texts from BBC which was described by Feng

& Lapata (2008), containing approximately 3400 entries and where each entry is composed by a

news document illustrated with a image that contains a textual caption, could also be used to as

a starting point to build a better test collection to evaluate our method.

Also, one aspect that should be taken into account is to guarantee diversification in the set of

photos to be associated to the textual document. Instead of associating similar images (e.g.,

taken from the same angle), it would be interesting to associate images from different angles or

even taken in different time epochs, depicting different contexts of the image.

Finally, in this work we assumed the large textual descriptions of photos from Flickr as travel-

ogues. The text of the textual document was considered as a whole, despite it can refer several

relevant cities across paragraphs. It would be interesting to perform the association of the most

relevant photos for each paragraph of the text. The TextTiling algorithm, detailed in Hearst (1997),

is a technique for automatically subdividing texts into multi-paragraphs of text. This could be a

starting point for automatically subdividing the textual document used as input of our prototype

system, and associate the best photos for each paragraph.
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MANNING, C., RAGHAVAN, P. & SCHÜTZE, H. (2008). Introduction to Information Retrieval , 1.

Cambridge University Press.

MARTINS, B. & CALADO, P. (2010). Learning to rank for geographic information retrieval. In Pro-

ceedings of the 6th ACM Workshop on Geographic Information Retrieval .
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